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2016

We demonstrate a generalizable method for generating information content unit (ICU) models auto-

matically within the context of clinical assessment of dementia due to Alzheimer’s disease (AD). The

constructed ICU models enable computation of information content features, such as idea density and

idea efficiency, without relying on manual annotation. The constructed ICU models are validated by

computing recall of manual ICU annotations for a standardized picture description task, and obtain

a high recall of 96.8%. In comparing differences in information content features across groups (AD

dementia versus cognitively healthy controls), we find that idea density, computed as the number of

total expected topics mentioned divided by the total number of words, is consistently indicative of class,

with the AD group having significantly lower idea density in all experimental settings. Furthermore,

the method of speech elicitation has an effect on the information content of the produced speech; struc-

tured elicitation tasks such as picture description yield speech with significantly lower idea density than

conversational speech.
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Chapter 1

Introduction

1.1 Motivation

Dementia, most commonly caused by Alzheimer’s disease (AD), is a clinical syndrome which involves a

progressive impairment of memory and other aspects of cognitive function. It is one of the most prevalent

geriatric conditions today, affecting approximately 40 million people worldwide (Scheltens et al., 2016).

As the number of older adults over 60 years of age is projected to increase by 1.25 billion by 2050 (Prince

et al., 2013), its burden on society is expected to grow. The symptoms of AD dementia include changes

in multiple aspects of language, including lexical impoverishment, a decline in syntactic complexity, a

greater number of pauses and disfluencies in speech, and reduced semantic content. How informative

one’s speech is, in terms of the number of concepts mentioned normalized by the duration of speech

(referred to as idea efficiency) or by the number of words therein (referred to as idea density), has

been shown to be a salient indicator of cognitive impairment even in the earliest stages of dementia.

The present work focusses on developing computational methods for objective, quantitative analysis of

information content in speech, based on the number of ‘on-topic’ concepts mentioned in monologues and

dialogues discussing expected topics. Using automatically constructed models of topics discussed, we

study the differences between cognitively healthy speakers and those with AD, as well as the effect of

the speech elicitation method on information content.

1
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1.2 Background and related work

1.2.1 Dementia due to neurodegeneration

AD is the most common pathology underlying dementia, and its etiological characteristics include the

formation of neurofibrillary tangles and neuritic plaques associated with global functional and structural

cortical changes (McKhann et al., 1984; Sperling et al., 2011). While its presentations are heterogeneous,

the most typical one is that of a progressive amnestic syndrome, followed by deterioration in other

cognitive functions, including language, attention, and personality (Galton et al., 2000; Petersen, 1998).

Research has shown that the pathophysiological changes associated with AD, as well as subtle declines in

cognitive ability, occur years before diagnosis of clinical dementia (Sperling et al., 2011). A working group

of the National Institute on Aging and the Alzheimer’s Association (NIA-AA) has recently emphasized

the importance of early detection of the preclinical stages of AD, which holds the potential of enabling

disease-modifying therapeutic interventions early on (Sperling et al., 2011).

1.2.2 Clinical assessment of dementia

Diagnosis of definite AD can only be made postmortem at autopsy by examining the neuropathology

(Ballard et al., 2011; McKhann et al., 1984; Shim et al., 2013), while clinical diagnosis of AD dementia

can be made antemortem (Ballard et al., 2011; McKhann et al., 1984, 2011).

In 1984, the NINCDS-ADRDA (National Institute of Neurological and Communicative Disorders

and Stroke and the Alzheimer’s Disease and Related Disorders Association) developed a set of criteria

for clinical diagnosis of possible and probable AD through standard methods of examination, including:

(i) detailed medical history, (ii) clinical examination, (iii) neuropsychological assessment, and (iv) labo-

ratory studies (McKhann et al., 1984). Clinicopathologic studies have shown these criteria to have high

sensitivity and specificity in detecting probable AD (McKhann et al., 2011). In 2011, the NINCDS-

ADRDA criteria were updated to account for dementia caused by other conditions such as dementia

with Lewy bodies (DLB); to include biomarkers as part of the AD diagnostic decision making process;

to recognize different nonamnestic presentations of AD dementia, including the logopenic subtype of

primary progressive aphasia (PPA); and to recognize a separate symptomatic predementia phase of AD

known as mild cognitive impairment (MCI) (Albert et al., 2011; Gorno-Tempini et al., 2008; McKhann

et al., 2011).

The NINCDS-ADRDA workgroup gives recommendations for methods of evaluating cognitive status,

and elucidates the need for a single short instrument for early detection of cognitive impairment, as
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well as for quantifying the severity of the disease as it progresses (Khachaturian, 1985; McKhann et al.,

1984). The Mini-Mental State Examination (MMSE), the most common clinical instrument for assessing

cognitive ability, is recommended as a quantitative aid to qualitative clinical examination (Folstein et al.,

1975; McKhann et al., 1984). It is a short questionnaire which can take only 5-10 minutes to administer,

and which assesses multiple components of cognition, including general orientation to time and place,

memory, attention, language, and visuospatial ability, on a scale from 0 (most impaired) to 30 (not

impaired) (Folstein et al., 1975). The MMSE has been shown to have high validity for assessment of

dementia, depression, and other disorders with a cognitive component, as well as adequate inter-rater

and test-retest reliability (Folstein et al., 1975; Nelson et al., 1986), although recent work has shown it

to have low sensitivity to MCI and mild AD dementia (Nasreddine et al., 2005).

1.2.3 Speech and language changes in dementia

Language impairment is common in AD (Kempler, 1991), with prevalence rates being positively corre-

lated with the severity of the disease, ranging from 72% in mild AD dementia to 100% in severe AD

dementia (Faber-Langendoen et al., 1988; Kempler, 1991). Performance on various psychometric lan-

guage tests suggests that language changes, albeit heterogeneous, are a symptom of both general cognitive

decline in the typical amnestic presentation of AD dementia, as well as a symptom of language-specific

impairment in the atypical aphasic presentation of the disease (Ahmed et al., 2012; Faber-Langendoen

et al., 1988; Galton et al., 2000).

Lexical changes Anomia is one of the earliest hallmarks of language impairment in AD dementia,

and is present in the predementia stage of MCI (Adlam et al., 2006; Kempler, 1991; Weiner et al., 2008).

Word-finding difficulty is observed in structured tasks such as confrontational naming and word fluency,

as well as in elicited and spontaneous speech (Faber-Langendoen et al., 1988; Kempler, 1991; Weiner

et al., 2008). While both phonemic and semantic fluency tasks demonstrate lower performance among

patients with AD dementia compared to healthy controls, a meta-analysis of 153 studies has showed

that deficits in the latter are significantly greater, suggesting that degradation of the underlying lexical

representation may be involved (Henry et al., 2004). In place of content words, those with dementia

use more semantically empty words and function words, resulting in impoverished informational content

(Kempler, 1991). In structured tasks involving identification of information content units, also referred

to as semantic units (e.g., subjects and objects in a picture), speakers with AD dementia produce

significantly lower numbers of semantic units (Croisile et al., 1996; Tomoeda et al., 1996; Forbes-McKay

and Venneri, 2005; Ahmed et al., 2013a); they have lower idea density (i.e., the ratio of semantic units
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to the total number of words in a speech sample) and lower idea efficiency (i.e., the rate of semantic

units over the duration of the speech sample) (Ahmed et al., 2013a; Bayles and Kaszniak, 1987; Snowdon

et al., 1996). Later in the disease, abnormal repetitions of phrases and concepts, verbal paraphasias,

extraneous phrases irrelevant to a structured task, as well as degradation of coherence, may be observed

(Kempler, 1991; Weiner et al., 2008).

Syntactic changes Differing results have been reported regarding the effect of AD on the syntactic

quality of spontaneous speech. In a study with ten patients with AD dementia and ten healthy controls,

Kempler et al. (1987) found no significant difference in the types of clausal constructions used by each

group. Multiple studies indicate there is no significant difference in the number of grammatical errors,

such as incorrect use of verb tenses or incoherent clause structure, made by speakers with AD dementia

compared to controls (Croisile et al., 1996; Kempler et al., 1987; Sajjadi et al., 2012). More recent

research, however, has reported a reduction in syntactic complexity in speakers with the disease. Croisile

et al. (1996) compared 22 participants with AD dementia and 24 controls, and found that the group

with dementia produced significantly fewer subordinate clauses. Sajjadi et al. (2012) conducted a study

with 20 individuals with mild typical AD and 30 healthy controls, and found that the number of complex

T-units1 in speech was significantly lower in speakers with dementia. In an analysis of 167 patients with

probable or possible AD dementia and 97 healthy controls, Fraser et al. (2016) found that the AD group

used fewer auxiliary verbs, fewer gerund verbs, fewer participles, and more sentence fragments. The

latter finding agrees with work by Tomoeda et al. (1996) who found that aborted phrases occurred more

frequently in the speech of 63 AD individuals compared to 52 healthy speakers, although the frequency

of such phrases did not increase with the severity of the disease.

Acoustic changes There is no major impairment of motor control in AD dementia, and phonation

and phonology are largely preserved (Kempler, 1991). The main acoustic markers of the disease are an

increased number and increased duration of pauses due to word-finding difficulty, and a slower rate of

speech (Kempler, 1991; Davis and Maclagan, 2009; Szatloczki et al., 2015; Fraser et al., 2016). Davis and

Maclagan (2009) examined speech from five women with AD longitudinally, and found that the cause

of unfilled pauses changes from word-finding difficulty in earlier stages of AD to story-element finding

difficulty in the advanced stages of the disease. Hoffmann et al. (2010) investigated three acoustic features

in three stages of AD dementia (mild: MMSE between 21 and 26; moderate: MMSE between 15 and 21;

1A T-unit is defined as a main clause with any subordinate clauses attached to it (Hunt, 1965). Sajjadi et al. (2012)
defined complex T-units as (i) T-units consisting of one main and one or more dependent clauses, or (ii) two or more
co-ordinate clauses which share a verb or part of a predicate.
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severe: MMSE between 0 and 14) among 30 AD patients. Compared to 15 healthy controls, the mild

AD patients had significantly slower speech tempo (in phonemes per second), and a higher proportion

of hesitations (silences longer than 30 ms) (Hoffmann et al., 2010). Additionally, the moderate and

severe AD groups exhibited a significantly lower articulation rate (in phonemes per second, excluding

hesitations) (Hoffmann et al., 2010). Dysarthria during the advanced stages of the disease may reduce

speech intelligibility at that point (Kempler, 1991), which has an effect on the accuracy of automatic

speech recognition (ASR) (Rudzicz et al., 2015; Zhou et al., 2016).

Comprehension Language comprehension is relatively preserved in mild AD dementia, except for

abstract language which requires inference (Kempler, 1991). As the dementia progresses, the com-

prehension of complex language is gradually impaired, until the individual is no longer able to even

understand single words (Kempler, 1991).

Early detection Multiple studies have shown that subtle language changes are detectable years, even

decades, before clinical AD dementia, making linguistic analyses a promising avenue for early detection

of the disease (Giles et al., 1996; Snowdon et al., 1996; Snowdon, 1997; Le et al., 2011; Sperling et al.,

2011; Ahmed et al., 2013a). Discourse is a much more fine-grained indicator of cognitive impairment

than traditional neuropsychological assessments of relatively discrete linguistic abilities, since connected

speech involves complex interactive processes including linguistic, communicative, and cognitive func-

tions (Giles et al., 1996). In a large-scale longitudinal study of nuns in the United States, Snowdon

et al. (1996) found that low idea density2 and low grammatical complexity in autobiographical passages

written in early life correlate with a decline in cognition 58 years later, as measured by standard neu-

ropsychological tests. In a study involving MCI (i.e., predementia) and mild AD dementia patients,

Adlam et al. (2006) found that semantic deficits in category fluency and object naming tasks were statis-

tically significant relative to controls, indicating that semantic memory is degraded early on. In another

study of patients with mild AD dementia (MMSE: M = 21.7, SD = 3.6), Ahmed et al. (2013a) found

that the total number of semantic units (i.e., ideas) related to a picture stimulus, and idea efficiency, were

lower in the AD group compared to healthy controls, confirming earlier findings that semantic content

in speech sustains deficits even in the earliest stages of the disease. Szatloczki et al. (2015) conducted

an investigation into the progression of AD, and concluded that linguistic analysis shows statistically

2Snowdon et al. (1996) defined idea density as the average number of elementary propositions (e.g., verbs, adjectives,
adverbs) per 10 words. This is in contrast to the definition of idea density used in the present work. Unless otherwise
indicated, idea density is defined herein as the number of ‘on-topic’ concepts mentioned divided by the total number of
words, and idea efficiency is defined as the number of ‘on-topic’ concepts mentioned divided by the duration of speech (in
seconds). Note, in the context of a dataset of speech discussing expected topics, not all elementary propositions express
relevant, on-topic concepts.
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significant differences as early as the MCI and mild AD dementia stages, and is more sensitive to the

earliest changes in cognition than other types of cognitive testing.

Longitudinal analyses Since AD is a progressive neurodegenerative disease, the associated language

deficits become more salient over the course of the disease. A distinct profile of language impairments

is associated with each stage of the disease, beginning with word-finding difficulty and hesitations in

the earliest stages, and progressing to decline in semantic comprehension, syntax, and difficulties with

pragmatics in the later stages (Kempler, 1991; Szatloczki et al., 2015). A workgroup organized by the

NINCDS, the NIA (National Institute on Aging), the AARP (American Association of Retired Persons),

and the NIMH (National Institute of Mental Health), has emphasized the importance of longitudinal

studies — both those of individuals already diagnosed with AD, as well as those of healthy subjects,

in order to better understand the changes in language in healthy aging and in AD (Khachaturian,

1985; Sperling et al., 2011). While previous studies have found significant differences in the linguistic

profile of individuals with AD compared to healthy age-matched older adults, there is limited work

modelling the progression of such features over time. In a study of 51 novels from three well-known

British authors, spanning a period of several decades, Le et al. (2011) examined longitudinal changes in

a set of lexicosyntactic measures, including vocabulary size, repetition, word class deficit, use of fillers,

and syntactic complexity. They found statistically significant lexical deterioration in Agatha Christie’s

work evidenced by an impoverished vocabulary, and a pronounced increase in low-specificity verbs,

word repetitions, and fillers, but the measures for syntactic complexity did not yield conclusive results

(Le et al., 2011). A similar analysis performed by Sundermann (2012) examined the progression of a

small set of lexicosyntactic features, such as length, frequency, and vocabulary measures in six patients

with MCI and AD dementia, who have a minimum of three longitudinal samples in the DementiaBank

corpus. Analysis of the features over time did not show conclusive patterns; Sundermann suggested that

the limited sample size and feature set selection may be the cause. Oulhaj et al. (2009) analyzed the

predictors for time to conversion from cognitively healthy aging to MCI, by following 241 initially healthy

participants over a 20-year period, at the end of which 91 had developed MCI. They found that age

at first visit, as well as the expression and learning subscores of the Cambridge Cognitive Examination

(CAMCOG) were predictive of the time to conversion; the study did not involve connected speech

samples (Oulhaj et al., 2009). None of these studies involved acoustic analyses or machine learning

techniques.

Rentoumi et al. (2014) conducted a longitudinal study which followed 36 community-living MCI

individuals through to two autopsy-confirmed outcomes: (i) mixed AD and vascular pathology, and (ii)
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pure AD pathology. They found that unigram frequencies were most salient in discriminating between

the two groups, achieving 75% accuracy in binary classification with a naïve Bayes (NB) classifier, and

indicating that vascular pathology leads to changes in the content of AD speech (Rentoumi et al., 2014).

However, the language analysis was based on a single picture description task, selected in such a way

as to ensure that all speakers were at a uniform stage of progression of dementia; since the analysis was

based on a single point in time during the course of the longitudinal study, it did not involve changes in

the features of linguistic samples over time (Rentoumi et al., 2014).

Several large-scale data collection efforts have produced datasets which enable longitudinal analyses.

The Oxford Project to Investigate Memory and Ageing (OPTIMA) is a large-scale longitudinal study

of the clinical, neuropsychological, biomedical, and neuroimaging correlates of aging in healthy older

adults and those with dementia (Oulhaj et al., 2009; Ahmed et al., 2013b). The data collection took

place between 1988 and 2008, and assessed participants at regular intervals with the MMSE and the

CAMCOG, which includes a picture description task in its language component (Oulhaj et al., 2009;

Ahmed et al., 2013b). Participants were diagnosed at first visit, as well as follow-up visits, as cognitively

healthy, probable AD, possible AD, or other dementia; the collected data are not publicly available, but

access requests may be granted on a case-by-case basis (Oulhaj et al., 2009). The Carolinas Conversa-

tions Collection (CCC) is a large longitudinal corpus of manually transcribed free-form conversations

between cognitively healthy interviewers and interviewees with 12 chronic conditions, including AD

(Pope and Davis, 2011). The dataset was collected in North and South Carolina, and consists of over

400 speech samples from over 100 individuals with dementia, from a variety of ethnic and socioeconomic

backgrounds; it is not publicly available, but access may be requested for research purposes (Pope and

Davis, 2011). Additionally, the CCC includes the AlzTalk collection of conversational interviews between

researchers and students, and speakers with AD, recorded over a period of ten years (Pope and Davis,

2011). The CCC is described in more detail in Section 2.2. DementiaBank is one of the largest publicly

available datasets of connected speech from individuals with AD dementia and cognitively healthy older

adults, which was collected at the University of Pittsburgh between 1983 and 1988 (Becker et al., 1994).

It includes audio recordings and manual transcriptions of speech elicited through a picture description

task, and associated MMSE scores at each visit. The dataset is described in more detail in Section 2.1.

1.2.4 Automatic language-based assessment of cognition

There is a body of previous work which has conducted experiments in two-class separation of patients

with dementia from controls, using machine learning (ML) classifiers trained with acoustic and linguistic
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features extracted from speech samples and their transcriptions.

Roark et al. (2011) analyzed speech elicited through immediate and delayed narrative recall tasks,

from 37 speakers with MCI and 37 healthy controls, collected at the Layton Aging & Alzheimer’s

Disease Center at Oregon Health & Science University. They extracted semantic, syntactic, and acoustic

features, and found that in both tasks, speakers with MCI had significantly fewer words per clause, lower

content density3, and lower total phonation time (Roark et al., 2011). A support vector machine (SVM)

classifier trained with the automatically extracted speech and language features, in combination with

neuropsychological test scores, yielded an area under the receiver operating characteristic curve (AUC)

of 0.86 in binary classification, which is a 4.5% improvement over using the test scores alone (Roark

et al., 2011).

In a subset of the CCC, Guinn and Habash (2012) found that speakers with AD dementia have a

significantly higher percentage of empty (“go-ahead”) utterances, an impairment in fluency (e.g., more

repetitions, more incomplete words, a higher number of filler words, and fewer syllables per minute), as

well as greater use of paraphrasing, than their cognitively healthy conversational partners. A decision

tree classifier (C4.5) achieved a binary classification accuracy of 79.5%, with a low recall of 41.9% of the

AD group (i.e., a high false negative and low false positive rate) (Guinn and Habash, 2012).

Orimaye et al. (2014) performed binary classification of 242 patients with AD and other types of

dementia, and 242 controls from DementiaBank; an SVM classifier trained on syntactic and lexical

features achieved an F-score of 0.74. The statistically significant features across group were found to be

a lower number of reduced sentences4, fewer predicates, a higher number of utterances but shorter mean

length of utterance, and a higher number of repetitions and revisions (Orimaye et al., 2014). In another

study, Orimaye et al. (2015) conducted classification experiments to distinguish between a group of 19

MCI and 19 healthy speakers from DementiaBank, using k-skip-n-grams5, and obtained an F-score of

0.97 with SVM, NB, and logistic regression (LR) classifiers.

Jarrold et al. (2014) collected spontaneous speech data, elicited through a semi-structured interview

and picture description, from 9 controls, 9 patients with AD, and 30 patients with frontotemporal lobar

degeneration (FTLD). A multi-layer perceptron model obtained classification accuracy of 88% on a two-

class task (AD:controls, and FTLD:controls), and 80% on a three-class task (AD:FTLD:controls), and

found that the AD group used significantly fewer nouns than controls (Jarrold et al., 2014).

Toth et al. (2015) used an ASR system outputting a sequence of phones, with a special ‘phone’

for filled pauses, to automatically extract a set of 81 acoustic features, extended from the earlier set

3Roark et al. (2011) defined content density as the ratio of open-class words to closed-class words.
4Subordinated sentences without a conjunction but with a nominal verb form (either a participle or a gerund verb).
5Computed like ordinary n-grams, but with skipping of up to k tokens between words in the n-length sequence.
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of 8 features proposed by Hoffmann et al. (2010), from speech samples of 32 speakers with MCI and

19 controls. They obtained an F-score of 0.85 using a SVM in binary classification (MCI:controls),

compared to an F-score of 0.86 when using features extracted from manual transcripts (Toth et al.,

2015).

Fraser et al. (2016) extracted a large set of 370 acoustic, lexicosyntactic, and information content

unit features from the speech recordings and manual transcriptions of 240 AD samples and 233 control

samples from DementiaBank. In binary classification experiments (AD:controls) with 10-fold cross-

validation, they obtained a top accuracy of 81.9% with a LR classifier using a set of 35 features, selected

using Pearson’s correlation with the binary class label (Fraser et al., 2016).

1.2.5 Information content for detection of dementia

A standard clinical task for eliciting spontaneous speech, with high sensitivity to language in early

AD, is picture description. In it, a participant is asked to provide a free-form verbal description of a

picture (Goodglass and Kaplan, 1983; Bayles and Kaszniak, 1987). The picture is annotated with a set

of human-supplied information content units (hsICUs) representing components of the image, such as

subjects, objects, locations, and actions (Croisile et al., 1996). The information content of the elicited

speech can then be scored by counting the hsICUs present in the description. Previous studies found

that, even in the earliest stages, descriptions by those with AD are less informative compared to those of

healthy older adults, producing fewer information units out of a pre-defined list of units, and having less

relevant content and lower efficiency (Hier et al., 1985; Croisile et al., 1996; Giles et al., 1996; Tomoeda

et al., 1996; Forbes-McKay and Venneri, 2005; Ahmed et al., 2013a).

Using a pre-defined list of annotated hsICUs is subject to several limitations: (i) it is subjective —

different annotators use a different number of hsICUs for the same picture (e.g., from 7 to 25 for Cookie

Theft in the Boston Diagnostic Aphasia Examination (BDAE)) (Hier et al., 1985; Croisile et al., 1996;

Forbes-McKay and Venneri, 2005; Lai et al., 2009); (ii) it may not be optimal for detecting linguistic

impairment — the hsICUs are neither exhaustive of all details present in the picture, nor necessarily

reflective of the content units which differ most across groups; (iii) it is not generalizable — hsICUs are

specific to a particular picture, and new visual stimuli (e.g., required for longitudinal assessments) need

to be annotated manually. In addition to requiring time and effort, this may result in inconsistencies,

since the methodology for identifying hsICUs was never clearly defined in previous work.

Automatic scoring of information content in speech to detect cognitive impairment has so far required

manual hsICUs. Hakkani-Tür et al. (2010) used unigram recall among hsICUs in the Western Aphasia
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Battery’s Picnic picture (Kertesz, 1982), and obtained a correlation of 0.93 with manual counts of

hsICU. Pakhomov et al. (2010) counted N -grams (N = 1, 2, 3, 4) extracted from a list of hsICUs for

the Cookie Theft picture to assess information content in the speech of patients with frontotemporal

lobar degeneration. Fraser et al. (2016) counted instances of lexical tokens extracted from a list of

hsICUs, using dependency parses of Cookie Theft picture descriptions, and combined them with other

lexicosyntactic and acoustic features to obtain classification accuracy of 81.9% in identifying people with

AD from controls. While these studies used automated methods for counting the information content

units in speech, they rely on manual lists of hsICUs. There is no previous work known to the author

which has attempted to produce the list of expected ICUs automatically, based on normative speech.

1.2.6 Effect of speech elicitation method on information content

Previous work has used a number of methods for speech elicitation for the purpose of linguistic analysis

for detection of dementia, including picture description (Croisile et al., 1996; Giles et al., 1996; Tomoeda

et al., 1996; Forbes-McKay and Venneri, 2005; Jarrold et al., 2014; Orimaye et al., 2014), immediate and

delayed recall of a previously unknown narrative (Roark et al., 2011), recall of a well-known narrative

such as the Cinderella story (Saffran et al., 1989), semi-structured interviews (Hoffmann et al., 2010;

Sajjadi et al., 2012; Jarrold et al., 2014), and free-form dialogue (Pope and Davis, 2011; Guinn and

Habash, 2012). There is little comparative examination of the language features obtained from different

methods of elicitation. Often, authors select one method of elicitation due to ease of data collection,

with the assumption that it is a valid approximation of spontaneous speech (Giles et al., 1996). In other

cases, authors use more than one method of elicitation but analyze the resulting data as a single speech

sample without accounting for potential effects of speech task on the linguistic features of the elicited

speech (Jarrold et al., 2014). In a study involving 20 participants with mild typical AD dementia, and 30

healthy controls, Sajjadi et al. (2012) compared short semi-structured interviews of varying lengths about

topics such as life, career, family and hobbies, and a picture description task, as elicititation methods of

spontaneous speech suitable for evaluation of linguistic changes associated with dementia. Two different

interview sample lengths, of 150 and 600 words each, yielded no statistically significant differences in 29

out of 33 linguistic variables, suggesting that the length of the interview may be varied with little effect

on the elicited patient response (Sajjadi et al., 2012). On the other hand, the interview and picture

description task differed on 8 out of the 33 measures; while both were useful for detecting linguistic

changes indicative of dementia, the semi-structured interview was more sensitive to morphosyntactic

deficits, while speech elicited through picture description demonstrated a decline in information content
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and word-finding difficulty (Sajjadi et al., 2012). These results suggest that different speech elicitation

methods may provide complementary information about different dimensions of linguistic decline in

dementia.

1.3 Research goals

While a large body of previous research has developed automated methods for quantifying lexicosyntactic

and acoustic changes in the language of people with AD, the assessments of semantic content so far rely

largely on manually annotated information content units (e.g., subjects, objects, actions) associated with

a structured picture description task. Further, there is little research on the effect of AD dementia on

information content in natural, conversational language, as well as the differences in information content

between structured and unstructured speech elicitation methods, within a pathological or control group

of speakers.

In the present work6, we study information content in speech, quantified by the number of relevant,

on-topic concepts mentioned. The work aims to address gaps in previous research as follows:

1. Develop objective, automated methods for modelling the information content units (ICUs) in the

language of people with AD which do not rely on human annotations and can be generalized to any

picture stimulus in a picture description task or, more broadly, to any speech elicitation method.

Then, compute semantic features from the constructed ICU models. Section 3.1 will present the

generalized ICU modelling approach, and details regarding feature extraction.

2. Compare the differences in information content features across groups (AD dementia versus cog-

nitively healthy older adults) in several relatively large corpora. These analyses will be presented

in Section 3.4.1; they are similar to previous work discussed in 1.2.5, but crucially use features

extracted from an automatically constructed ICU model as described above.

3. Compare the differences in information content features across speech elicitation methods (struc-

tured language task versus unstructured dialogue). These analyses will be presented in Section

3.4.2.

4. Perform classification experiments using the information content features to infer group (AD de-

mentia versus cognitively healthy older adults), in several relatively large corpora. These results

will be presented in Section 3.4.3.

6Much of this research, particularly concerning the methodology of ICU modelling and experiments involving the
DementiaBank corpus, has been published by Yancheva and Rudzicz (2016).
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Datasets

In order to study information content quantified by the number of relevant on-topic concepts mentioned

by speakers, we select two datasets which contain the following:

• Recordings of connected speech involving discussion of expected topics. Following

previous work which assessed information content in a structured picture description task as the

number of concepts identified out of a list of expected hsICUs corresponding to items and actions

depicted in the picture, we select datasets in which speakers are expected to discuss specific topics.

• Different groups of speakers. In order to study the effect of cognitive impairment due to AD

on information content in speech, we select datasets which contain: (i) speakers diagnosed with

probable or possible AD, and (ii) speakers who are cognitively healthy.

• Different methods of speech elicitation. In order to study the effect of different speech

elicitation tasks on the information content within each group of speakers, we select one dataset

consisting of monologues elicited through a standard picture description task, and one dataset of

spontaneous dialogues revolving around specific topics.

• A large number of samples. In order to enable construction of data-driven models of topics

discussed, and enable classification experiments using semantic features extracted from the topic

models, we select datasets which contain on the order of at least 100 recordings from each group

of speakers1.

• Availability of manual transcriptions. The study of semantic content requires accurate tran-

scriptions of the words in the speakers’ audio recordings. We use datasets which contain high-
1In the context of related work reviewed in Section 1.2, this is a relatively large number of samples.

12
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quality human annotations of the words in each sample.

Each of the datasets is preprocessed to: (i) define each group of speakers, and (ii) obtain the open-

class words (nouns and verbs) for each speech sample, which are used to construct topic models and

extract semantic features (see Section 3.1). A detailed description of each dataset follows.

2.1 DementiaBank

DementiaBank is one of the largest public, longitudinal datasets of spontaneous speech from individuals

with and without dementia. It was collected at the University of Pittsburgh as part of the Alzheimer

Research Program (Becker et al., 1994) and contains verbal descriptions of the standard Cookie Theft

picture (Goodglass and Kaplan, 1983) (see Fig. 2.1), along with manual transcriptions.

Figure 2.1: Cookie Theft picture from the Boston Diagnostic Aphasia Examination (BDAE)

The present work uses 255 speech samples from participants diagnosed with probable or possible AD

dementia (collectively referred to as the ‘AD’ class), and 241 samples from healthy controls (collectively

referred to as the ‘CT’ class); demographics for the subset of the dataset used in this study are shown

in Table 2.1. Samples with missing MMSE scores are ignored. The Hamilton Depression Scale score,

which is a measure of depressive symptomatology (Hamilton, 1967), is not available for every speaker

in the dataset; N in the corresponding row of Table 2.1 indicates the number of speakers in the group
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who have a reported non-blank value. For example, in the AD group, 157 speakers (or 93%) out of 168

have a reported value for the Hamilton score, while in the CT group the score is reported for only 50

(or 51%) of the 98 speakers.

The transcriptions are preprocessed to remove all CHAT-format annotations (MacWhinney, 2015),

filled pauses (e.g., ‘ah’ and ‘um’), phonological fragments (e.g., ‘b b boy ’ becomes ‘boy ’), repairs (e.g.,

‘in the in the kitchen’ becomes ‘in the kitchen’), non-standard forms (e.g., ‘gonna’ becomes ‘going to’),

and punctuation (e.g., commas are removed). These annotations are all provided in the database itself,

using a consistent format (MacWhinney, 2015).

The average recording length is 1–2 minutes per sample, consisting predominantly of the interviewee’s

speech. While the picture description task is intended to elicit monologues, the interviewer occasionally

produces interrogative prompts for further information (e.g., ‘is there anything else that you can think

of? ’) or encouragement (e.g., ‘okay, good ’). Transcripts and audio of the interviewer’s speech are

ignored as irrelevant. Subject data are randomly partitioned into ten stratified folds for cross-validation

experiments.

Table 2.1: DementiaBank — demographics. N = number of; M = group mean; SD = group standard
deviation; Hamilton = Hamilton Depression Scale score (Hamilton, 1967).

Demographic AD CT

Speakers, N 168 98

Samples (audio with transcript), N 255 241

Duration (hours of audio) 5.5 4.2

Tokens (in transcripts), N 24,753 26,654

Age, M (SD) 71.65 (8.27) 63.84 (7.82)

Gender, N (%) female 114 (68%) 58 (59%)

Education, M (SD) 11.93 (2.66) 13.94 (2.51)

MMSE, M (SD; min; max) 19.32 (4.72; 8; 30) 29.06 (1.09; 26; 30)

Hamilton, M (SD; min; max; N; %) 6.55 (3.71; 1; 20; 157; 93) 3.62 (3.21; 1; 16; 50; 51)

2.2 The Carolinas Conversations Collection

The Carolinas Conversation Collection (CCC) is a corpus of over 400 samples of spontaneous speech

elicited through free-form dialogue, along with manual transcriptions thereof (Pope and Davis, 2011). It

consists of conversations about biographical and healthcare topics with a heterogeneous group of older

speakers over 65 years of age from North Carolina and South Carolina. The speakers come from varied
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racial, ethnic, and linguistic backgrounds which have been largely underrepresented in prior datasets of

AD speech (Pope and Davis, 2011).

The interviewers include older adults who are cognitively healthy, as well as younger researchers

and students. The interviewees are diagnosed with one or more conditions, some of which may impact

cognition. When a condition is progressive, such as AD, the dataset contains only a diagnostic label

but no quantitative data regarding the stage of progression of the disease. Since there is no well-defined

control group in the dataset, we construct the following groups for the analyses in this study: (i) all

interviewees whose diagnosis field contains ‘Alzheimer ’ (collectively referred to as the ‘AD’ class)2; (ii)

all interviewers who do not have any condition which may impair cognition, speech comprehension, or

speech production (collectively referred to as the ‘CT interviewer’ class)3; and (iii) all interviewees who

do not have any condition which may impair cognition, speech comprehension, or speech production

(collectively referred to as the ‘CT interviewee’ class). The demographics of the constructed dataset are

displayed in Table 2.2. The age, gender, and education data are not available for every speaker in the

dataset; N in the corresponding rows of Table 2.2 indicates the number of speakers in the group who

have a reported non-blank value for age, gender, and education, respectively. For example, in the AD

group, 48 speakers out of 50 have a reported value for gender, and 41 (or 85%) of those are female.

Table 2.2: CCC — demographics. N = number of; M = group mean; SD = group standard deviation.
Demographic information is not available for all speakers; in such cases, N denotes the total number of
participants in each group for whom the demographic data is available.

Demographic AD CT
(interviewers)

CT
(interviewees)

Speakers, N 50 89 18

Transcripts, N 106 310 98

Audio, N 106 309 98

Duration (hours of audio) 11.00 12.43 8.20

Age, M (SD; N) 83.18 (5.32; 44) 63.39 (7.37; 9) 75.50 (7.00; 10)

Gender, Nfemale (%female; N) 41 (85%; 48) 74 (85%; 87) 13 (81%; 16)

Education, M (SD; N) 13.62 (2.16; 17) 14.53 (0.93; 66) 11.83 (1.89; 6)

The average recording length is approximately 18 minutes per conversation, consisting of approx-
2This group does not have any other concomitant condition which may impact cognition.
3Speakers are excluded from either control group if they have any of the following conditions, which may have an effect

on cognition, speech comprehension, or speech production: adenoid surgery, alcoholism, allergies, Alzheimer, aneurysm,
anxiety, asthma, bipolar depression, bipolar disorder, breathing problems, bypass surgery, mouth cancer, chronic stress,
dementia, dental problems, depression, ear wax, fibromyalgia, hallucinations, hard of hearing, headaches, hearing loss, heart
problems, heart condition, heart attack, malocclusion, memory lapses, memory loss, migraines, mood swings, mouth injury,
multiple sclerosis, muscular condition, nasal drip, nerves, nose surgery, panic attacks, schizophrenia, short-term memory
loss, sinus problems, smoking, stroke, surgery on the face, time lapses, tonsillectomy, tooth loss, torticollis, tremors.
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imately 60% interviewee and 40% interviewer speech. The recordings, and their corresponding tran-

scriptions, are partitioned by speaker using the manual transcriptions which identify the duration and

speaker for each utterance. The audio segments consisting of one speaker’s utterances from one conver-

sation, concatenated together, are considered a single sample for the purposes of analysis (for example,

a conversation involving one cognitively healthy interviewer and one AD interviewee will generate two

speech samples — one for the AD group and one for the CT interviewer group). The transcriptions are

preprocessed to remove filled pauses (e.g., ‘uh’, ‘um’), annotations of unfilled pause durations (e.g., ‘—

(five seconds)’), stopwords4, and interjections.

4Using the list of English stopwords provided by the Natural Language Toolkit (NLTK) v3.1 in Python.
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Automatic detection of dementia using

information content features

3.1 Methodology for automatic feature extraction

In order to study the information content in the language of people with AD dementia and cognitively

healthy older adults in an objective automated manner, we present:

1. A generalizable method for automatically identifying the expected topics for each

speech task (i.e., a data-driven automated method of obtaining a list of ICUs). We construct

a model of semantic units, also referred to as an ICU model, which is based on distributed word

representations and is fully nonparametric; i.e., it can be constructed for any given connected

speech task which involves discussion of expected topics, using reference speech transcriptions. In

the structured picture description task from DementiaBank, the constructed models are evaluated

by computing recall of hsICUs. In the dialogues from the CCC, the constructed models are

evaluated by examining the topics qualitatively since there are no pre-existing lists of hsICUs.

Differences in topics discussed across groups of speakers are evaluated by computing alignment

between topics in the ICU models of each group.

2. A set of semantic features based on the relevant, on-topic concepts discussed by each

speaker. These features are extracted for each speech sample, using the constructed topic models.

Differences in semantic features across groups of speakers, as well as across speech elicitation

tasks, are evaluated by computing statistically significant differences using a two-sample t-test.

17
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ML models trained using the semantic features for binary classification of the speaker groups are

evaluated using standard measures: accuracy, AUC, and weighted average precision, recall, and

F-score.

Background Considerable work in computational linguistics has focussed on constructing continuous

distributed vector representations of words through learning (Bengio et al., 2003; Mikolov et al., 2013;

Pennington et al., 2014). Bengio et al. (2003) first introduced a method for learning dense word vector

representations using a feed-forward multi-layer neural network architecture which takes n previous

context word vectors as input and outputs the probability distribution for the next word in the sequence,

over all words in the vocabulary; in this manner, the architecture jointly learns (i) a probability function

of word sequences expressed in terms of the vectors of the words in the sequence (following the Markov

assumption, the joint probability is reduced to a conditional probability of the next word vector, given

the n previous ones), and (ii) a distributed word vector representation for words in the vocabulary.

The objective function is a maximization of the log-likelihood of the training data; in the learned

representations, words which occur in similar contexts (i.e., are similar in terms of semantics and syntax)

have similar vectors (e.g., dog and cat ; the and a) (Bengio et al., 2003). Mikolov et al. (2013) proposed a

simpler shallow architecture, referred to as word2vec, which scales well to large-scale billion-token training

corpora, and can be used to directly learn the word vector representations using continuous bag-of-words

(CBOW) or skip-gram models; this approach allows making use of the full context of a word, rather

than just the preceding context, as in Bengio et al. (2003). Recently, Pennington et al. (2014) proposed

another model for learning word representations, referred to as GloVe — Global Vectors, which combines

information from local context windows (similar to methods such as word2vec) with global word-word co-

occurrence statistics from a large corpus (similar to matrix factorization methods such as latent semantic

analysis (LSA)). The learned word vector representations minimize the following objective:

J =

V∑
i,j=1

f(Xij)(w
T
i w̃j + bi + b̃j − logXij)

2 (3.1)

where V is the size of the vocabulary, f is a weighting function which ensures that rare and frequent

co-occurrences are not overweighted, Xij is the number of times word j occurs in the context of word

i in the corpus, wi ∈ Rd is the vector representation of word i, w̃j ∈ Rd is the vector representation of

context word j, and bi and b̃j are bias terms. Evaluated on standard semantic and syntactic word analogy

tasks, GloVe performs better than word2vec and other baselines, given similar vector dimensionality and

smaller or similar training corpora (Pennington et al., 2014).
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Methodology for constructing models of expected topics In the present work, we use the state-

of-the-art GloVe model for constructing distributed word vector representations. Since clinical datasets

are relatively small and the associated word-word co-occurrence matrices are sparse, especially for the

purposes of neural network training where typical training sets consist of billions of tokens (Mikolov et al.,

2013; Pennington et al., 2014), we learn word vector representations using a large general-purpose corpus,

and optionally augment them with local context from a smaller clinical corpus thereafter. Clustering

of the distributed vector representations of words from the transcriptions of speech elicited during a

particular clinical task yields clusters which represent semantically coherent concepts (i.e., ICUs) which

were discussed by the speakers. In this manner, ICU models are constructed for: (i) a dataset of speech

elicited through a structured picture description task from the DementiaBank corpus (see Section 2.1

for a description of the data), and (ii) a dataset of speech elicited through free-form dialogue from the

CCC (see Section 2.2 for a description of the data). Where applicable (i.e., in the structured task), the

generated ICUs are evaluated by computing recall of human-supplied ICUs (hsICUs) for the task, in

order to determine how the automatically learned ICUs compare to manually annotated hsICUs used

extensively in previous work. Since each dataset contains transcribed speech from AD and control

groups, a separate ICU model is constructed for each group, in order to study whether there are any

differences — something that has not been explored in previous work relying on a single list of hsICUs.

Methodology for feature extraction The constructed ICU models are used to compare the speech

of participants with and without dementia, and to compute the following semantic features:

• Idea density (ID) is defined as the number of relevant, on-topic concepts mentioned over the total

number of words in a transcript. Given a new transcript and a constructed ICU model, each word

in the transcript is assigned an ICU label (or None, if it is ‘out-of-topic’, i.e., not associated with

any of the expected ICUs). Note that the definition of idea density in the present work relies on

counting relevant topics rather than counting elementary propositions. The computed idea density

features are:

1. ID-U (idea density; unique): The number of unique expected word-level topics mentioned,

divided by the total number of words in the transcript. For instance, if a speaker discusses

the cookies in the Cookie Theft picture twice, only one mention of the cookie topic is counted

by ID-U.

2. ID-T (idea density; total): The number of total expected word-level topics mentioned, divided

by the total number of words in the transcript. For instance, if a speaker discusses the cookies
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in the Cookie Theft picture twice, two mentions of the cookie topic are counted by ID-T.

Hypothesis H1: Based on prior work discussed in Section 1.2, we hypothesize that both measures

will be lower in the speech of those with AD dementia.

• Idea efficiency (IE) is defined as the number of relevant, on-topic concepts mentioned over the

total duration of speech. Given a new transcript and a constructed ICU model, each word in the

transcript is assigned an ICU label (or None, if it is ‘out-of-topic’, i.e., not associated with any of

the ICUs). The computed idea efficiency features are:

1. IE-U (idea efficiency; unique): The number of unique expected word-level topics mentioned,

divided by the total number of seconds in the recording associated with the transcript.

2. IE-T (idea efficiency; total): The number of total expected word-level topics mentioned,

divided by the total number of seconds in the recording associated with the transcript.

Hypothesis H2: Based on prior work discussed in Section 1.2, we hypothesize that both measures

will be lower in the speech of those with AD dementia.

• Coherence is semantic continuity across utterances. Each utterance1 in a transcript is labelled

with an utterance-level topic based on the majority vote of all word-level ICU labels within the

utterance2. The following features are computed:

1. TOPIC-SWITCH (mean number of topic switches): The number of changes in utterance-level

topic, divided by the total number of utterances in the transcript.

2. TOPIC-SEG-LENGTH (mean length of contiguous topic segment): The average number of

utterances in a contiguous topic segment. A continuous topic segment is defined as a sequence

of one or more adjacent utterances labelled with the same ICU topic.

Hypothesis H3: Based on prior work discussed in Section 1.2, we hypothesize that the mean

number of topic switches will be greater, and the mean topic segment length will be shorter, in the

speech of those with AD dementia.

Details of the implementation We use GloVe v1.23 to obtain distributed word representations and

train on a combined corpus of Wikipedia 20144 and Gigaword 55, which consists of 6 billion tokens. The
1Utterance segmentation is provided in the manual transcriptions of each dataset.
2In the case of a non-unique majority vote, the utterance-level topic is selected by randomly sampling from the ICU

labels with the greatest number of votes.
3http://nlp.stanford.edu/software/GloVe-1.2.zip
4http://dumps.wikimedia.org/enwiki/20140102/
5https://catalog.ldc.upenn.edu/LDC2011T07
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trained model consists of vectors for the 400,000 most frequent words in the corpus, in 50 dimensions.

Transcriptions in each clinical corpus are lowercased and tokenized using NLTK v3.1, and each word

token is converted to its vector space representation by lookup in the trained GloVe model. Since we

aim to construct a model of semantic content, only contentful tokens (nouns and verbs) are retained

prior to clustering, guided by preliminary experiments which suggest that inclusion of additional parts

of speech yields noisier models.

We use standard k-means clustering (Steinley, 2006; Jain, 2010) with whitening, initialization by

random selection of k data points (Steinley, 2006), and a distortion threshold of 10−5 as the stopping

condition, where distortion is defined as the sum of the distances between each vector and its correspond-

ing centroid. We train a control cluster model on transcriptions from the CT group, and a dementia

cluster model on transcriptions from the AD group. Clusters represent topics, or groups of semantically

related word vectors, discussed by the respective group of subjects. While prior work on information

content in the picture description task is based on hsICUs that are expected to be discussed by healthy

speakers, we construct a separate cluster model for the control and dementia groups since it is unclear

whether the topics discussed by both groups overlap. For the purposes of selecting the optimal value of

k, the number of clusters, each dataset is randomly partitioned into training and validation sets. We

vary k (= 5, 10, 15, 20, 30, 40, 50), completing 1,000 runs on the training set for each value. The Elbow

method (Steinley, 2006; Bholowalia and Kumar, 2014) is used to select the optimal number of clusters

by analyzing the percentage of variance6 explained with each trained cluster model on the validation

set.

Since this method is nonparametric (i.e., the ICU model is trained on the data), we use a 10-fold

cross-validation strategy for classification experiments, whereby a separate cluster model is computed

using only the training partition of each fold, and semantic features for each fold are extracted from

that model. The folds are generated using the StratifiedKFold function from the scikit-learn package7

in Python, which produces folds that preserve the relative percentage of each class; this is important

in order to ensure equivalent training, validation, and test class distributions, especially for the CCC

which has imbalanced groups. For feature analysis, for each transcript, we report the semantic features

computed using an ICU model from the fold in which the transcript does not appear in the training

partition (i.e., the model is trained on data which does not contain the transcript itself).

6The percentage of variance in the data explained by the clusters is computed as the between-cluster variance, divided by
the total variance in the dataset. Total variance (totalss) is computed as the sum of squares of pairwise Euclidean distances
between vectors in the dataset. Within-cluster variance (withinss) is computed as the sum of squared Euclidean distances
between vectors in the cluster and the cluster centroid. Between-cluster variance is computed as (totalss − withinss).

7http://scikit-learn.org/stable/
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3.2 ICU model for DementiaBank

After preprocessing to filter down to nouns and verbs, the dataset consists of 9,330 word vectors (801

unique vectors) in the control data, and 8,021 (843 unique) in the dementia data. After varying k (the

number of clusters), a reasonable trade-off between the percentage of variance explained by the clusters

and the number of clusters, for both the control and dementia models, is found to be k = 10; see Fig.

3.1 for a plot of the percentage variance explained by each model as a function of the number of clusters.

The resulting clusters represent topics that can be compared against hsICUs.

The trained cluster models, along with descriptive statistics, are shown in Table 3.1 (see Fig. 3.2a

for a 2D projection of the control cluster model vectors using principal component analysis (PCA), Fig.

3.2b for a projection of the dementia cluster model vectors, and Section A for a complete listing of

all words in each cluster). To quantify the amount of dispersion within each cluster, we compute the

standard deviation of its distortion and its type-to-token ratio (TTR), as shown in Table 3.1.

While prior work has counted the frequency with which fixed topics are mentioned, our data-driven

cluster models allow greater exploration of differences between the set of topics discussed by each subject

group, and the alignment between them. We compute directional alignment between pairs of clusters

in each model. For each cluster in one model, alignment is determined by computing the closest cluster

in the other model for each vector, and taking the majority assignment label (see a in Table 3.1). To

quantify the alignment, the Euclidean distance of each vector to the assigned cluster in the other model

is computed, scaled by the mean and standard deviation of the cluster distortion; the mean of the scaled

distance, µa, is reported in Table 3.1. To assess the alignment of clusters in each model, we consider

clusters to be recalled if their distance to the closest cluster in the other model is µa ≤ 3 (i.e., within

3 s.d.). Notably, all control clusters (C0-C9) are recalled by the dementia model, while one dementia

cluster, D7, is not recalled by the control model. This exemplifies the fact that while the dementia group

mentions all topics discussed by controls, they also mention a sufficient number of extraneous terms and

disfluencies which constitute a new heterogeneous topic cluster, having the highest TTR. Additionally,

control clusters C0 (consisting of words regarding the setting, such as window, floor, and kitchen) and

C4 (consisting of mentions of the three-legged stool on which the boy is standing) are both aligned to

dementia cluster D4, whereas D4 is aligned to C0. This indicates that the topic of C4 is not sufficiently

represented in the AD transcripts to warrant a separate cluster, suggesting that while AD speakers do

mention the stool, it is not as often as CT speakers. Indeed, feature analysis has showed that measures

related to the distance of a transcript’s words to the centroid of C4 are significantly correlated with class

label (Yancheva and Rudzicz, 2016).
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Table 3.1: DementiaBank — ICU cluster statistics for control (C*) and dementia (D*) models, with
computed cluster alignment. Cluster words are the 5 most frequently occurring words. fvec is the fraction
of all vectors which belong to the given cluster. µcl and σcl are the mean and standard deviation of the
cluster distortion. fn is the fraction of nouns among cluster vectors; (1 − fn) is the fraction of verbs.
TTR is the type-to-token ratio. a is the ID of the aligned cluster in the other model (alignments are not
necessarily symmetric), and µa is the mean scaled distance to the aligned cluster centroid.

ID Cluster words fvec µcl σcl fn TTR a µa

C
on

tr
ol

C0 window, floor, curtains, plate, kitchen 0.14 5.42 1.18 0.94 0.14 D4 0.69
C1 dishes, dish 0.04 1.62 1.11 1.00 0.01 D1 0.01
C2 running, standing, action, hand, counter 0.18 4.97 1.25 0.57 0.22 D8 0.16
C3 water, sink, drying, overflowing, washing 0.17 5.18 1.13 0.66 0.09 D6 0.04
C4 stool, legged 0.03 0.53 1.26 0.96 0.01 D4 −0.28
C5 mother, boy, girl, sister, children 0.11 3.49 1.08 1.00 0.04 D2 −0.08
C6 cookie, cookies, sakes, cream 0.06 2.00 1.15 1.00 0.01 D0 −0.08
C7 jar, cups, lid, dried, bowl 0.04 3.88 2.30 0.97 0.04 D5 0.63
C8 see, going, getting, looks, know 0.18 3.84 1.16 0.38 0.13 D3 0.18
C9 reaching, falling, fall, summer, growing 0.05 4.18 1.41 0.38 0.16 D8 0.21

D
em

en
ti
a

D0 cookie, cookies, cake, baking, apples 0.07 2.18 0.74 1.00 0.02 C6 0.09
D1 dishes, dish, eating, bowls, dinner 0.05 1.42 1.72 0.98 0.03 C1 0.05
D2 boy, girl, mother, sister, lady 0.11 3.63 1.25 0.99 0.05 C5 0.20
D3 going, see, getting, get, know 0.24 3.67 1.06 0.38 0.11 C8 −0.11
D4 stool, floor, window, chair, curtains 0.10 5.10 1.00 0.97 0.13 C0 0.08
D5 jar, cups, jars, dried, honey 0.04 2.00 2.26 0.98 0.03 C7 −0.44
D6 sink, drying, washing, spilling, overflowing 0.14 5.36 1.20 0.52 0.19 C3 0.36
D7 mama, huh, alright, johnny, ai 0.01 6.24 1.34 0.95 0.55 C8 4.13
D8 running, fall, falling, reaching, hand 0.18 4.97 1.29 0.47 0.25 C2 0.15
D9 water, dry, food 0.05 0.39 1.13 1.00 0.01 C3 −0.59
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Figure 3.1: DementiaBank — percentage of variance explained by different values of k in k-means
clustering of CT and AD data.

Recall of hsICUs

We combine all hsICUs for the Cookie Theft picture found in previous work (Hier et al., 1985; Croisile

et al., 1996; Forbes-McKay and Venneri, 2005; Lai et al., 2009), with hsICUs obtained from a speech

language pathologist (SLP) at the Toronto Rehabilitation Institute (TRI), by taking the union of the

two sets. The SLP was instructed to annotate the subjects, objects, locations, and actions in the picture.

The annotations of the SLP overlap completely with previously identified hsICUs8; additionally, the SLP

annotated one hsICU (apron) which was not found in previous work. The first three columns of Table

3.2 summarize these manually-produced hsICUs.

In order to assess (i) how well the automatically generated clusters match clinical hsICUs for this

image, and (ii) how much the two generated topic models differ, we analyze the vector space distance

between each hsICU and its closest cluster centroid (dEuclidean) in each of the control and dementia

models. Since some clusters are more dispersed than others, we need to scale the distance appropriately.

To do so, for each cluster in each model, we compute the mean distortion, µcl, of the vectors in the

cluster, and the associated standard deviation σcl. For each hsICU vector, we compute the scaled

distance between the vector and its closest cluster centroid in each generated model as follows:

dscaled =
(dEuclidean − µcl)

σcl
(3.2)

8I.e., the SLP has 100% recall of the hsICUs annotated in previous work.
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Figure 3.2: DementiaBank — visualization of ICU model vectors.

(a) DementiaBank — control cluster model. The word vectors belonging to a given cluster are shown in the
same colour. The most frequent words in each cluster are displayed.

(b) DementiaBank — dementia cluster model. The word vectors belonging to a given cluster are shown in the
same colour. The most frequent words in each cluster are displayed.
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Table 3.2: Information units above the double line are human-supplied ICUs found in previous work,
except the one marked with † which was annotated by an SLP for this study; those below are addi-
tionally analyzed. Over 1,000 clustering configurations based on word vectors extracted from Control
and Dementia reference transcriptions, µ is the mean of the scaled distance (Eq. 3.2) of each hsICU
to its closest cluster centroid, σ is the standard deviation, and δ = (µdementia − µcontrol). Statistical
significance of δ was tested using an independent two-sample, two-tailed t-test; *** p < .001, ** p < .01,
* p < .05, ns = not significant.

Control Dementia
Type ID hsICU µ σ µ σ δ p

Subject S1 boy −0.510 0.102 −0.860 0.204 −0.350 ***
Subject S2 girl −0.357 0.203 −0.545 0.284 −0.187 ***
Subject S3 woman 0.171 0.468 0.140 0.433 −0.031 ns
Subject S4 mother −0.533 0.206 −0.187 0.300 0.345 ***
Place P1 kitchen 0.667 0.650 0.901 0.710 0.234 ***
Place P2 exterior 1.985 0.601 1.947 0.530 −0.039 ns
Object O1 cookie −1.057 0.221 −0.943 0.230 0.114 ***
Object O2 jar 0.243 0.486 0.146 0.453 −0.097 ***
Object O3 stool −0.034 0.674 −0.162 0.623 −0.128 ***
Object O4 sink −0.839 0.433 −0.600 0.631 0.239 ***
Object O5 plate 0.564 0.593 0.639 0.608 0.076 **
Object O6 dishcloth 4.509 1.432 3.989 1.154 −0.521 ***
Object O7 water −0.418 0.582 −0.567 0.530 −0.149 ***
Object O8 cupboard 0.368 0.613 0.453 0.637 0.085 **
Object O9 window −0.809 0.425 −0.298 0.452 0.511 ***
Object O10 cabinet 2.118 0.556 2.154 0.496 0.036 ns
Object O11 dishes 0.037 0.503 −0.083 0.406 −0.120 ***
Object O12 curtains −0.596 0.594 0.121 0.707 0.717 ***
Object O13 faucet 1.147 0.567 1.016 0.547 −0.131 ***
Object O14 floor −0.466 0.384 −0.932 0.451 −0.466 ***
Object O15 counter 0.202 0.427 0.449 0.323 0.247 ***
Object O16 apron† −0.140 0.433 0.181 0.688 0.321 ***
Action A1 boy stealing cookies 1.219 0.373 0.746 0.462 −0.473 ***
Action A2 boy/stool falling over −0.064 0.465 −0.304 0.409 −0.240 ***
Action A3 woman washing dishes −0.058 0.539 0.009 0.611 0.068 **
Action A4 woman drying dishes −0.453 0.469 −0.385 0.541 0.068 **
Action A5 water overflowing in sink 0.147 0.804 0.282 0.791 0.135 ***
Action A6 girl’s actions towards boy,

girl asking for a cookie
0.800 0.555 0.620 0.861 −0.179 ***

Action A7 woman daydreaming,
unaware or unconcerned
about overflow

0.049 0.774 0.092 0.561 0.043 ns

Action A8 dishes already washed
sitting on worktop

−0.224 0.535 −0.597 0.426 −0.373 ***

Action A9 woman being indifferent to
the children

0.781 0.795 0.881 0.585 0.100 **

Relation brother 2.297 0.510 1.916 0.344 −0.380 ***
Relation sister 0.862 0.273 0.737 0.349 −0.125 ***
Relation son 2.140 0.443 1.818 0.312 −0.322 ***
Relation daughter 0.916 0.356 0.904 0.421 −0.012 ns
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The scaled distance is equivalent to the number of standard deviations above or below the mean —

a value below zero indicates hsICUs which are very close to an automatically generated cluster centroid

(i.e., they are well represented in the automatically generated ICU model), while a large positive value

indicates hsICUs that are far from a cluster centroid (i.e., they are not well represented in the model).

To account for the fact that k-means is a stochastic algorithm, we perform clustering multiple times and

average the results. Table 3.2 shows the mean, µ, and standard deviation, σ, of dscaled, for each hsICU,

over 1,000 cluster configurations for each model.

To quantify the recall of hsICUs using each generated cluster model, we consider hsICUs with µ ≤ 3.0

to be recalled (i.e., the distance to the assigned cluster centroid is not greater than those of 99.7% of

the datapoints in the cluster, given a Gaussian distribution of distortion). The recall of hsICUs, for

both the control and dementia models, is 96.8%. Since the optimal number of generated clusters is

k = 10, while the number of hsICUs is 31, multiple hsICUs can be grouped in related themes (e.g.,

one automatically generated cluster corresponds to the description of animate subjects in the picture,

capturing four hsICUs: S1–S4). Both the control and dementia models do not recall hsICU O6, dishcloth,

which suggests that it is a topic that neither study group discusses. All remaining hsICUs are recalled by

both the control and dementia models, indicating that the hsICU topics are discussed by both groups,

and that the automatically generated ICU models capture the hsICUs well.

In order to assess whether the topics are discussed to the same extent in the control and dementia

models, i.e., to evaluate whether the two topic models differ significantly, we conducted an independent

two-sample two-tailed t-test to compare the mean scaled distance, µ, of each hsICU to its closest cluster

centroid, in each cluster model (see δ in Table 3.2). As anticipated, since they involve inference of

attention, the control model is better at accounting for the topics of the overflowing sink and the

mother’s indifference: overflowing (t(1998) = −3.78, p < .001); sink (t(1998) = −9.85, p < .001);

indifferent (t(1998) = −3.20, p < .01). While there is no significant difference in the term woman

between the two groups, the control model predicts the term mother better than the dementia model

(t(1998) = −30.05, p < .001). To investigate whether healthy participants are more likely to identify

relations between the subjects than participants with cognitive impairment, we repeated the recall

experiment with the following new hsICUs: brother, sister, son, daughter. Interestingly, the dementia

cluster model contains a cluster which aligns significantly more closely, than any in the control model,

with all four of these relation words: brother (t(1998) = 19.53, p < .001); sister (t(1998) = 8.93,

p < .001); son (t(1998) = 18.78, p < .001). While the control participants mention relation words as

often as the participants with dementia9, the generated cluster models show that the ratio of relation

9An independent two-sample two-tailed t-test of the effect of group on the number of occurrences of each relation word
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words to non-relation words is higher for the dementia group10.

The new hsICU, apron, which was not identified in previous literature but was labelled by an SLP

for this study, is significantly more likely to be discussed by the control population (t(1998) = −12.46,

p < .001), suggesting at the importance of details for distinguishing cognitively impaired individuals.

In a similar vein, control participants are significantly more likely to identify objects in the background

of the scene, such as the window (t(1998) = −26.04, p < .001), curtains (t(1998) = −24.54, p < .001),

cupboard (t(1998) = −3.03, p < .01), or counter (t(1998) = −14.59, p < .001).

3.3 ICU model for the CCC

After preprocessing to filter down to nouns and verbs, the resulting dataset consists of 39,326 word

vectors (4,278 unique vectors) in the CT interviewers’ data, 30,679 word vectors (3,606 unique vectors)

in the CT interviewees’ data, and 38,089 word vectors (4,030 unique vectors) in the dementia data. Since

it is unclear whether there is a significant difference in the language of the groups of CT interviewers

and CT interviewees, and previous research has not explored this, separate cluster models are trained as

follows: (i) a control cluster model trained on transcripts from the CT interviewer group; (ii) a control

cluster model trained on transcripts from the CT interviewee group; and (iii) a dementia cluster model

trained on transcripts from the AD group. After varying k (the number of clusters), the setting k = 10

is found to be appropriate, since increasing the number of clusters further does not lead to significant

gains in the percentage of variance explained by the clusters in any of the three models (see Fig. 3.3 for

a plot of the percentage variance explained by each model as a function of the number of clusters).

The trained cluster models, along with descriptive statistics and cluster alignments, are shown in

Table 3.3 (comparison of CT interviewer and AD clusters) and Table 3.4 (comparison of CT interviewee

and AD clusters). See Fig. 3.4a for a 2D projection of the CT interviewers’ control model vectors using

PCA, Fig. 3.4b for a projection of the CT interviewees’ control model vectors, and Fig. 3.4c for a

projection of the AD dementia model vectors.

While the CCC does not elicit speech through a structured task with an expected elicited set of

information content units such as the hsICUs in the DementiaBank Cookie Theft task, it is nevertheless

anticipated that many of the same topics would show up in the speech of each of the three groups, since

the interviewers and interviewees are engaged in dialogue with each other. Interestingly, a qualitative

analysis of the cluster models shows that the cognitively healthy speakers (i.e., the CT interviewer and

shows no statistical significance: son (t(494) = 0.65, p > .05), daughter (t(494) = 0.63, p > .05), brother (t(494) = 0.97,
p > .05), sister (t(494) = 1.65, p > .05).

10An independent two-sample two-tailed t-test of the effect of group on this ratio shows a significant difference in the
ratio of sister to mother, with the control group having a lower ratio (t(494) = −4.10, p < .001).
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Figure 3.3: CCC — percentage of variance explained by different values of k in k-means clustering of
CT interviewer, CT interviewee, and AD data.

CT interviewee groups) discuss healthcare topics, such as doctor, blood pressure, and cancer, which show

up as a distinct healthcare-related topic cluster; on the other hand, such a cluster does not show up

prominently in the model based on AD speech. All three groups appear to have clusters related to food

(e.g., eat, cook, breakfast), family (e.g., husband, daughter, child), and actions (e.g. say, talk, get, ask,

look, take). There are no major qualitative differences between the clusters of the CT interviewer and CT

interviewee groups. The AD group appears to have an additional cluster composed of vague words with

little content; a two-sample t-test shows that some of these words occur significantly more frequently in

the AD group samples than in the CT interviewer group transcripts: something (t(414) = 9.13, p < .001),

nothing (t(414) = 7.28, p < .001), thing (t(414) = 9.08, p < .001); however, the higher frequency of

these terms is not significant when compared to the CT interviewee group: something (t(202) = 0.43,

ns), nothing (t(202) = 1.78, ns), thing (t(202) = 0.63, ns).

The pairwise alignment between clusters is generated for: (i) the CT interviewer model clusters

compared to the AD clusters (see Table 3.3), and (ii) the CT interviewee model clusters compared to

the AD clusters (see Table 3.4). Alignments are computed as described in Section 3.2 above. Quanti-

tatively, all of the CT interviewer control clusters are recalled by the AD cluster model, and vice versa,

using the criterion defined in Section 3.2. Interestingly, all pairwise alignments are symmetric, except

for the fact that none of the AD clusters align with control cluster C6 (the healthcare topic cluster,

see Table 3.3). This confirms the qualitative observation that AD speakers talk less about this topic
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Figure 3.4: CCC — visualization of ICU model vectors.

(a) CCC — CT interviewers’ control cluster model. The word vectors belonging to a given cluster are shown in
the same colour. The most frequent words in each cluster are displayed.

(b) CCC — CT interviewees’ control cluster model. The word vectors belonging to a given cluster are shown in
the same colour. The most frequent words in each cluster are displayed.
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Table 3.3: CCC — ICU cluster statistics for the interviewer control (C*) and dementia (D*) models,
with computed cluster alignment. Cluster words are the 5 most frequently occurring words. fvec is the
fraction of all vectors which belong to the given cluster. µcl and σcl are the mean and standard deviation
of the cluster distortion. fn is the fraction of nouns among cluster vectors; (1 − fn) is the fraction of
verbs. TTR is the type-to-token ratio. a is the ID of the aligned cluster in the other model (alignments
are not necessarily symmetric), and µa is the mean scaled distance to the aligned cluster centroid.

ID Cluster words fvec µcl σcl fn TTR a µa

C
on

tr
ol

C0 favorite, picture, map, dog, fine 0.11 6.34 0.95 0.99 0.33 D2 0.12
C1 day, home, morning, start, go 0.09 4.56 1.61 0.84 0.15 D6 −0.06
C2 work, people, today, life, years 0.12 5.87 1.22 0.97 0.19 D0 −0.04
C3 lot, look, talk, kind, something 0.18 4.29 1.22 0.92 0.08 D3 0.27
C4 go, get, let, way, sure 0.11 3.44 1.37 0.45 0.05 D1 0.08
C5 take, help, need, pressure, mean 0.12 5.37 1.26 0.88 0.31 D5 −0.10
C6 health, doctor, care, cause, blood 0.07 5.89 1.17 1.00 0.17 D5 1.17
C7 say, family, husband, child, mother 0.07 5.65 1.11 0.89 0.16 D8 0.87
C8 eat, food, breakfast, dinner, lunch 0.06 5.87 1.00 1.00 0.21 D9 0.01
C9 ms, ya, na, gon, em 0.07 6.87 1.16 0.97 0.39 D4 0.44

D
em

en
ti
a

D0 school, house, church, name, work 0.09 6.40 1.12 1.00 0.28 C2 0.77
D1 go, get, put, try, sure 0.12 3.40 1.11 0.47 0.07 C4 −0.02
D2 fine, room, chair, use, table 0.10 6.30 1.01 0.99 0.42 C0 0.05
D3 thing, something, anything, things, lot 0.16 3.98 1.21 0.92 0.13 C3 −0.20
D4 em, daddy, na, gon, granddaddy 0.08 6.48 1.24 0.99 0.35 C9 −0.16
D5 people, work, help, need, cause 0.14 5.68 1.28 0.94 0.30 C5 0.36
D6 go, home, come, make, take 0.15 4.90 1.56 0.79 0.19 C1 0.31
D7 say, told, ask, report, head 0.02 2.91 1.70 0.30 0.07 C7 0.98
D8 mother, child, husband, family, daughter 0.09 5.00 1.06 0.98 0.12 C7 −0.18
D9 eat, cook, food, lunch, cake 0.06 5.89 1.13 0.98 0.23 C8 0.04
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Table 3.4: CCC — ICU cluster statistics for the interviewee control (C*) and dementia (D*) models,
with computed cluster alignment. Cluster words are the 5 most frequently occurring words. fvec is the
fraction of all vectors which belong to the given cluster. µcl and σcl are the mean and standard deviation
of the cluster distortion. fn is the fraction of nouns among cluster vectors; (1 − fn) is the fraction of
verbs. TTR is the type-to-token ratio. a is the ID of the aligned cluster in the other model (alignments
are not necessarily symmetric), and µa is the mean scaled distance to the aligned cluster centroid.

ID Cluster words fvec µcl σcl fn TTR a µa

C
on

tr
ol

C0 work, people, need, call, help 0.15 5.48 1.31 0.92 0.24 D5 −0.08
C1 doctor, blood, cancer, care, medicine 0.08 5.95 1.20 1.00 0.14 D5 1.45
C2 lot, something, things, thing, look 0.14 3.79 1.22 0.93 0.10 D3 −0.12
C3 cos, ms, na, gon, dr 0.06 6.88 1.04 0.99 0.40 D4 0.48
C4 use, dress, bed, clothes, car 0.10 6.27 1.01 0.98 0.33 D2 0.02
C5 child, family, life, daughter, die 0.07 5.54 1.20 0.99 0.14 D8 0.58
C6 say, told, ask, director, minister 0.03 1.93 1.45 0.21 0.02 D7 −0.37
C7 eat, sugar, food, cook, dinner 0.05 6.02 1.08 1.00 0.29 D9 0.19
C8 go, get, put, try, let 0.13 3.19 1.15 0.36 0.04 D1 −0.14
C9 go, day, home, years, morning 0.18 5.27 1.54 0.87 0.15 D6 0.27

D
em

en
ti
a

D0 school, house, church, name, work 0.09 6.40 1.12 1.00 0.28 C9 1.19
D1 go, get, put, try, sure 0.12 3.40 1.11 0.47 0.07 C8 0.18
D2 fine, room, chair, use, table 0.10 6.30 1.01 0.99 0.42 C4 0.09
D3 thing, something, anything, things, lot 0.16 3.98 1.21 0.92 0.13 C2 0.15
D4 em, daddy, na, gon, granddaddy 0.08 6.48 1.24 0.99 0.35 C3 −0.16
D5 people, work, help, need, cause 0.14 5.68 1.28 0.94 0.30 C0 0.20
D6 go, home, come, make, take 0.15 4.90 1.56 0.79 0.19 C9 −0.17
D7 say, told, ask, report, head 0.02 2.91 1.70 0.30 0.07 C6 0.56
D8 mother, child, husband, family, daughter 0.09 5.00 1.06 0.98 0.12 C5 −0.32
D9 eat, cook, food, lunch, cake 0.06 5.89 1.13 0.98 0.23 C7 −0.03
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(c) CCC — dementia cluster model. The word vectors belonging to a given cluster are shown in the same colour.
The most frequent words in each cluster are displayed.

than the cognitively healthy interviewers. Similarly, in the comparison of the CT interviewee cluster

model to the AD model, all pairwise alignments are symmetric, except for the fact that no AD cluster

aligns with control cluster C1 (again, the healthcare topic cluster, see Table 3.4). Overall, the speech

of all participants in the CCC appears to be more lexically rich than that in DementiaBank, as in-

dicated by a statistically significantly higher TTR across all clusters (MCCC = 0.20, SDCCC = 0.12;

MDementiaBank = 0.11, SDDementiaBank = 0.13; t(48) = 2.61, p < .05).

3.4 Results

3.4.1 Effect of AD dementia on information content

Using the constructed ICU models (one constructed using the control group transcriptions, and one

using the dementia group transcriptions), semantic features (idea density, idea efficiency, and coherence;

see Section 3.1) were extracted for each group in each dataset. The groups within each dataset were

compared statistically using a two-sample t-test, in order to determine if there are significant differences

in information content due to pathology. The results for DementiaBank are presented in Table 3.5, while



Chapter 3. Automatic detection of dementia using information content features 34

the results for the CCC are presented in Table 3.6 (CT interviewer group compared to AD group) and

Table 3.7 (CT interviewee group compared to AD group).

Table 3.5: DementiaBank — language feature group differences (AD:CT). M = mean; SD = standard
deviation; t = two-sample t-test. *** p < .001; ** p < .01; * p < .05.

AD CT

Model Feature M SD M SD t(494) Sig.

control ID-U 0.08 0.04 0.07 0.03 −2.80 **

control ID-T 0.32 0.06 0.35 0.05 5.73 ***

control IE-U 0.13 0.06 0.14 0.06 1.70

control IE-T 0.55 0.20 0.69 0.15 8.81 ***

control TOPIC-SWITCH 0.58 0.15 0.62 0.14 3.15 **

control TOPIC-SEG-LENGTH 1.32 0.29 1.31 0.24 −0.29

dementia ID-U 0.08 0.04 0.07 0.03 −2.71 **

dementia ID-T 0.32 0.05 0.35 0.05 5.56 ***

dementia IE-U 0.13 0.06 0.14 0.05 1.97 *

dementia IE-T 0.55 0.20 0.69 0.15 8.64 ***

dementia TOPIC-SWITCH 0.59 0.17 0.61 0.14 1.05

dementia TOPIC-SEG-LENGTH 1.31 0.35 1.36 0.31 1.47

In speech elicited through a structured picture description task in DementiaBank, using an ICU model

trained on control transcriptions, the AD group has a significantly higher ID-U (t(494) = −2.80, p < .01),

lower ID-T (t(494) = 5.73, p < .001), lower IE-T (t(494) = 8.81, p < .001), and fewer topic switches

(t(494) = 3.15, p < .01) than the control group. The results are similar when the ICU model is trained on

dementia transcriptions, with the difference that the AD group additionally has a significantly lower IE-U

(t(494) = 1.97, p < .05) and no statistical difference in the number of topic switches (t(494) = 1.05, ns).

The results for the features ID-T, IE-T, and IE-U follow the hypothesis that speakers with AD have

lower total idea density and lower total idea efficiency than cognitively healthy controls. The fact that

ID-U (the number of unique word-level ICUs divided by the total number of words in the transcript) is

higher for the AD group compared to the control group should be interpreted in light of the fact that

the average number of words is higher in the control transcriptions, and the number of unique topics

in the structured picture description task is limited. Since the ICUs identified by both groups largely

overlap as indicated by cluster alignment analysis in Section 3.2, and the control participants produce

more words, this could explain the lower ID-U for the control group. Furthermore, the rate of speech
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Table 3.6: CCC — language feature group differences (AD:CT interviewer). M = mean; SD = standard
deviation; t = two-sample t-test. *** p < .001; ** p < .01; * p < .05.

AD CT

Model Feature M SD M SD t(410) Sig.

control ID-U 0.05 0.06 0.13 0.11 7.05 ***

control ID-T 0.58 0.08 0.60 0.10 2.31 *

control IE-U 0.10 0.48 0.11 0.10 0.22

control IE-T 1.15 5.55 0.61 1.34 −1.58

control TOPIC-SWITCH 0.65 0.09 0.62 0.14 −2.43 *

control TOPIC-SEG-LENGTH 1.29 0.14 1.30 0.23 0.54

dementia ID-U 0.05 0.06 0.12 0.11 6.62 ***

dementia ID-T 0.58 0.08 0.60 0.10 2.08 *

dementia IE-U 0.10 0.48 0.10 0.10 0.03

dementia IE-T 1.14 5.50 0.60 1.34 −1.59

dementia TOPIC-SWITCH 0.63 0.09 0.60 0.14 −1.81

dementia TOPIC-SEG-LENGTH 1.35 0.16 1.34 0.27 −0.35

Table 3.7: CCC — language feature group differences (AD:CT interviewee). M = mean; SD = standard
deviation; t = two-sample t-test. *** p < .001; ** p < .01; * p < .05.

AD CT

Model Feature M SD M SD t(200) Sig.

control ID-U 0.05 0.06 0.04 0.05 −0.98

control ID-T 0.58 0.08 0.62 0.06 4.63 ***

control IE-U 0.10 0.48 0.05 0.10 −1.02

control IE-T 1.13 5.40 0.71 0.18 −0.76

control TOPIC-SWITCH 0.63 0.09 0.70 0.08 6.04 ***

control TOPIC-SEG-LENGTH 1.35 0.17 1.32 0.14 −1.24

dementia ID-U 0.05 0.06 0.04 0.04 −1.11

dementia ID-T 0.58 0.08 0.62 0.06 4.14 ***

dementia IE-U 0.10 0.48 0.05 0.07 −1.08

dementia IE-T 1.15 5.55 0.71 0.17 −0.78

dementia TOPIC-SWITCH 0.63 0.09 0.70 0.08 5.94 ***

dementia TOPIC-SEG-LENGTH 1.33 0.13 1.31 0.13 −1.29
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for controls is higher (M = 106 tokens/min) than that of the AD group (M = 75 tokens/min), which

could explain the observed lower ID-U and higher IE-U in the control group.

In speech elicited during free-form conversations collected in the CCC, using an ICU model trained on

interviewers’ control transcriptions, the AD group exhibits a significantly lower ID-U (t(410) = 7.05, p <

.001), lower ID-T (t(410) = 2.31, p < .05), and more topic switches (t(410) = −2.43, p < .05). These

results are consistent with our hypotheses. Similar results are obtained when the features are extracted

using an ICU model trained on dementia transcripts, suggesting no major differences in the control and

dementia ICU models.

In speech elicited during free-form conversations collected in the CCC, using an ICU model trained on

interviewees’ control transcriptions, the AD group exhibits a significantly lower ID-T (t(200) = 4.63, p <

.001), and fewer topic switches (t(200) = 6.04, p < .001); the same results are obtained when using the

dementia transcripts to train the ICU model. The observed lower idea density among AD speakers is

consistent with our hypotheses. Since the speech analyzed in this corpus is obtained by concatenating

all participant turns for a given participant from a conversation, the meaning of the number of topic

switches across utterances is difficult to interpret; a switch in utterance-level ICU could be due to either

a change in topic on behalf of the participant in question, or due to a change in topic initiated by the

conversational partner. The inconclusive results regarding the TOPIC-SWITCH feature presented in

Table 3.6 and Table 3.7 indicate that this feature may not be a suitable measure of AD when applied to

a corpus of conversational speech; equivalent within-turn measures may be more appropriate.

3.4.2 Effect of speech elicitation task on information content

The computed semantic features within each group were compared across dataset (i.e., speech elicitation

task), using a two-sample t-test, in order to determine if there are any significant differences in informa-

tion content due to a difference in speech elicitation method. The results comparing the control groups

of each dataset are presented in Table 3.8 (DementiaBank control versus CCC interviewer control) and

Table 3.9 (DementiaBank control versus CCC interviewee control), while those for the dementia groups

are presented in Table 3.10.

The control groups (Table 3.8) differ in several significant ways. The group of control speakers per-

forming a picture description task in DementiaBank has a significantly lower ID-U (t(545) = −7.95, p <

.001), lower ID-T (t(545) = −35.41, p < .001), and higher IE-U (t(545) = 4.03, p < .001) than the group

of interviewer controls in the CCC. The lower idea efficiency with respect to the number of unique ICUs

mentioned (IE-U) within the CCC may be due to the much longer recordings of those samples — since
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Table 3.8: Control group — language feature differences across elicitation tasks (DementiaBank:CCC
interviewer). M = mean; SD = standard deviation; t = two-sample t-test. *** p < .001; ** p < .01; *
p < .05.

DementiaBank CCC

Model Feature M SD M SD t(545) Sig.

control ID-U 0.07 0.03 0.13 0.11 −7.95 ***

control ID-T 0.35 0.05 0.60 0.10 −35.41 ***

control IE-U 0.14 0.06 0.11 0.10 4.03 ***

control IE-T 0.69 0.15 0.61 1.34 1.01

control TOPIC-SWITCH 0.62 0.14 0.62 0.14 0.43

control TOPIC-SEG-LENGTH 1.31 0.24 1.30 0.23 0.57

Table 3.9: Control group — language feature differences across elicitation tasks (DementiaBank:CCC
interviewee). M = mean; SD = standard deviation; t = two-sample t-test. *** p < .001; ** p < .01; *
p < .05.

DementiaBank CCC

Model Feature M SD M SD t(335) Sig.

control ID-U 0.07 0.03 0.04 0.05 7.17 ***

control ID-T 0.35 0.05 0.62 0.06 −43.99 ***

control IE-U 0.14 0.06 0.05 0.10 10.30 ***

control IE-T 0.69 0.15 0.71 0.18 −0.98

control TOPIC-SWITCH 0.62 0.14 0.70 0.08 −4.82 ***

control TOPIC-SEG-LENGTH 1.31 0.24 1.32 0.14 −0.31
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Table 3.10: Dementia group— language feature differences across elicitation tasks (DementiaBank:CCC)
using control ICU models (since CCC contains two control groups, two sets of comparisons are displayed
below, one using the interviewers’, and one using the interviewees’, control model). M = mean; SD =
standard deviation; t = two-sample t-test. *** p < .001; ** p < .01; * p < .05.

DementiaBank CCC

Model Feature M SD M SD t(359) Sig.

control (interviewer) ID-U 0.08 0.04 0.05 0.06 5.52 ***

control (interviewer) ID-T 0.32 0.06 0.58 0.08 −35.47 ***

control (interviewer) IE-U 0.13 0.06 0.10 0.48 0.87

control (interviewer) IE-T 0.55 0.20 1.15 5.55 −1.71

control (interviewer) TOPIC-SWITCH 0.58 0.15 0.65 0.09 −4.55 ***

control (interviewer) TOPIC-SEG-LENGTH 1.32 0.29 1.29 0.14 1.07

control (interviewee) ID-U 0.08 0.04 0.05 0.06 5.82 ***

control (interviewee) ID-T 0.32 0.06 0.58 0.08 −35.1 ***

control (interviewee) IE-U 0.13 0.06 0.10 0.48 0.92

control (interviewee) IE-T 0.55 0.20 1.13 5.40 −1.71

control (interviewee) TOPIC-SWITCH 0.58 0.15 0.63 0.09 −2.66 **

control (interviewee) TOPIC-SEG-LENGTH 1.32 0.29 1.35 0.17 −0.96
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the maximum number of unique ICUs that could be detected is limited by the number of clusters in

the ICU model, it can be reasonably expected that the upper limit may be reached by many control

speakers. A similar picture emerges when we compare the group of control speakers from DementiaBank

with the group of interviewee controls in the CCC (Table 3.9): the speakers from DementiaBank have

a significantly higher ID-U (t(335) = 7.17, p < .001), lower ID-T (t(335) = −43.99, p < .001), higher

IE-U (t(335) = 10.30, p < .001), and fewer topic switches (t(335) = −4.82, p < .001). The average

number of topic switches among the CCC interviewee group appears to be consistently higher than in

the CCC interviewer group; this could be due to lower coherence, more frequent conversational turn-

taking, or differences in role in the dialogues. Lastly, the comparison of the two AD groups across

tasks shows differences along the same measures: using an ICU model trained on interviewer control

data, the AD group in the CCC has significantly lower ID-U (t(359) = 5.52, p < .001), higher ID-T

(t(359) = −35.47, p < .001), and more topic switches (t(359) = −4.55, p < .001), than the corresponding

AD group in DementiaBank; the same differences are observed when the ICU model is trained on the

interviewee control data.

These results suggest that the speech elicitation method has an effect on some of the computed

semantic features. Some of these differences may be caused by the method of feature extraction (e.g.,

a finite number of topics in the ICU model places an upper bound on the maximum number of unique

topics mentioned), while others may be due to an effect of task on the elicited speech (e.g., conversational

speech tends to have a consistently higher idea density as measured by ID-T, with strong statistical

significance in all four comparisons presented above). This indicates that spontaneous speech produced

during natural dialogue is likely to be more contentful than speech elicited during a constrained picture

description task; this finding holds for both the control and dementia groups.

3.4.3 Classification experiments

DementiaBank

To classify speakers as having AD or not, we extract a small set of additional features which are specific

to the picture description task as speech elicitation method, and were thus not applicable to the cross-

dataset analyses in the previous sections. In a structured picture description task, a cognitively healthy

speaker is expected to mention a finite set of topics depicted by the image, whereas in conversational

speech there is no notion of a set of ‘expected’ topics. The features presented here model how well the set

of automatically-extracted expected topics for the Cookie Theft picture are mentioned by the speaker;

they are computed from the automatically-generated cluster models as follows:
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• A distance-based measure for each of the control model clusters, C0–C9. Given the vectors asso-

ciated with a transcript’s nouns and verbs, feature Ci is computed by finding the average scaled

distance, dscaled (Eq. 3.2), of all vectors assigned to cluster Ci. A feature value below zero indicates

that the transcript words assigned to the cluster are very well predicted by it (i.e., their distance

from the cluster centroid is less than the average cluster distortion). Conversely, clusters which

represent topics not discussed in the transcript have large positive feature values.

• A distance-based measure for each of the dementia model clusters, D0–D9. Computed analogously

to the C0–C9 features described above.

We chose these distance-based metrics to evaluate topic recall in the transcript since a continuous

measure is more appropriate for modelling the non-discrete nature of language and semantic similarity.

We perform classification using a random forest (RF), whose parameters are optimized on the validation

set, and performance reported on the test set, of each fold in 10-fold cross-validation. We vary the

following experimental settings: cluster model (control; dementia; combined) and feature set (distance-

based; distance-based + ID-T + IE-T). An ANOVA is conducted to examine the effects of these settings

on average test F-score. There is no main effect of cluster model on test performance, F (2, 117) =

2.30, p = 0.11, which is expected since cluster alignment showed significant overlap between the topics

discussed by the control and dementia groups (Section 3.2). Notably, there is a significant effect of

feature set on test performance, whereby adding the idea density and idea efficiency features results

in significantly higher F-scores, both when using local context for vector construction (p < 0.05), and

otherwise (p < 0.001).

As a baseline, we use a list of hsICUs extracted by Fraser et al. (2016) in a state-of-the-art automated

method for separating AD and control speakers in DementiaBank. These features consist of (i) counts

of lexical tokens representing hsICUs (e.g., boy, son, and brother are used to identify whether hsICU S1

in Table 3.2 was discussed), and (ii) Boolean values which indicate whether each hsICU was mentioned

or not. Overall, this constitutes 85 features. Additionally, Fraser et al. (2016) identified a list of

lexicosyntactic and acoustic (LS&A) features which are indicative of cognitive impairment. We compute

the performance of each set of features independently, and then combine them. Table 3.11 summarizes

the results; the first column indicates the cluster model (e.g., control indicates a cluster model trained on

the control transcriptions), and the second column specifies the feature set. Our automatically generated

information content features (i.e., the combined set of distance-based measures, ID-T, and IE-T) result

in higher F-scores (0.74) than using 85 manually generated hsICUs (0.72); a two-sample paired t-test

shows no difference (using control cluster model: t(9) = 1.10, p = 0.30; using dementia cluster model:



Chapter 3. Automatic detection of dementia using information content features 41

t(9) = 0.74, p = 0.48) indicating the similarity of our method to the manual gold standard. Furthermore,

we match state-of-the-art results (F-score of 0.80) when we augment the set of LS&A features with our

automatically generated semantic features.

Table 3.11: DementiaBank — binary classification (AD:CT) using a random forest classifier, with 10-fold
cross-validation. LS&A are lexicosyntactic and acoustic features as described by Fraser et al. (2016).
The reported precision, recall, and F-score are a weighted average over the two classes.

Model Features Accuracy Precision Recall F-score

Baseline hsICUs 0.73 0.74 0.73 0.72

Baseline LS&A 0.76 0.77 0.76 0.76

Baseline hsICUs + LS&A 0.80 0.80 0.80 0.80

control distance-based 0.68 0.69 0.68 0.68

dementia distance-based 0.66 0.67 0.66 0.66

combined distance-based 0.68 0.69 0.68 0.68

control distance-based + ID-T + IE-T 0.74 0.76 0.74 0.74

dementia distance-based + ID-T + IE-T 0.74 0.75 0.74 0.74

combined distance-based + ID-T + IE-T 0.74 0.75 0.74 0.74

control distance-based + ID-T + IE-T + LS&A 0.79 0.79 0.79 0.79

dementia distance-based + ID-T + IE-T + LS&A 0.77 0.78 0.77 0.77

combined distance-based + ID-T + IE-T + LS&A 0.80 0.80 0.80 0.80

CCC

Preliminary classification experiments on the CCC are performed using an SVM classifier trained on the

semantic features (the combined set of: ID-U, ID-T, IE-U, IE-T, TOPIC-SWITCH, and TOPIC-SEG-

LENGTH), with 10-fold cross-validation. The following experimental setting has been varied: cluster

model (interviewer control; interviewee control; dementia), which determines the transcriptions used for

constructing the ICU cluster model. There is no direct baseline to compare to, since hsICUs are not

available for the CCC. Instead, we list previous classification results reported on the CCC by Guinn and

Habash (2012); they conducted experiments in binary classification using an SVM trained on several

measures, including empty utterances, fillers, and repetitions, to separate the AD group from the CT

interviewer group, and reported combined class recall. These results are not directly comparable to the

ones in this work, since Guinn and Habash (2012) use: (i) a different set of features which do not rely on

topics discussed, (ii) a much smaller subset of the CCC, with only 33 AD speakers and 33 CT interviewers,

and (iii) leave-one-out cross-validation which has a higher variance than 10-fold cross-validation and
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thus, typically yields different results (Kohavi, 1995). Furthermore, we perform classification on both

the AD:CT interviewer and AD:CT interviewee groups. Using the interviewee control ICU model leads

to somewhat decreased performance, which suggests that the AD:CT interviewee groups are harder to

separate than the AD:CT interviewer groups; further investigation is needed to confirm this.

As shown in Table 3.12, the best result with an SVM trained on information content features is a

recall of 0.72 (AUC of 0.71). This result is lower than that obtained in previous work — a recall of 0.75

(Guinn and Habash, 2012); the difference could be due to one or more of the following: (i) the different

sample size — while Guinn and Habash (2012) use 33 AD and 33 CT interviewer samples, the present

work uses 106 AD, 309 CT interviewer, and 98 CT interviewee samples; (ii) the features used to train

the classifiers; and (iii) the differences in classifier parameters and cross-validation folds. Further work

is required to investigate this.

Table 3.12: CCC — classification results (AD:CT) using a support vector machine, with cross-validation.
The reported recall and F-score are a weighted average over the two classes.

Model Classes Accuracy Recall F-score AUC

Guinn and Habash (2012) AD versus CT interviewers - 0.75 - -

interviewer control AD versus CT interviewers 0.70 0.70 0.66 0.69

interviewee control AD versus CT interviewees 0.67 0.67 0.65 0.69

dementia AD versus CT interviewers 0.72 0.72 0.70 0.71
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Conclusion

4.1 Summary of contributions

We demonstrate a generalizable method for generating ICU models automatically within the context of

clinical assessment. The constructed ICU models enable computation of information content features

from speech in an objective and inexpensive way which does not rely on manual annotation of hsICUs

for specific speech tasks. We validate the constructed ICU models by computing recall of manual hsICUs

for a well-known picture description task within DementiaBank, and obtain high recall of 96.8%. The

ICU clustering method presented herein allows modelling of topics in structured speech elicitation tasks,

such as picture description, as well as unstructured language, such as natural conversation.

Differences across groups We extract six measures of information content and coherence using

constructed ICU models for two datasets — DementiaBank and the CCC. In comparing the differences

in information content features across group (AD dementia versus cognitively healthy controls) in each

dataset, we find that idea density, measured by ID-T (the number of total expected topics mentioned,

divided by the total number of words in the transcript) is consistently highly indicative of class, with

the AD group having significantly lower idea density in all experimental settings. On the other hand,

features such as contiguous topic segment length and idea efficiency show little to no significant difference

across groups. Table 4.1 shows a summary of the hypotheses regarding each feature, and results from

each dataset considered in the study.

Differences across elicitation tasks A comparison of information content feature differences within

each group across speech elicitation tasks shows that conversational speech has significantly higher idea

43
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Table 4.1: Summary of results, by hypothesis and dataset.

Hypothesis Supported in
speech elicited
through a
structured picture
description task
(DementiaBank)?

Supported in
speech elicited
through free-form
dialogue (CCC),
compared to CT
interviewers?

Supported in
speech elicited
through free-form
dialogue (CCC),
compared to CT
interviewees?

H1. ID-U: lower in AD No Yes No significant
difference

H1. ID-T: lower in AD Yes Yes Yes

H2. IE-U: lower in AD No significant
difference

No significant
difference

No significant
difference

H2. IE-T: lower in AD Yes No significant
difference

No significant
difference

H3. TOPIC-SWITCH:
higher in AD

No Yes No

H3.
TOPIC-SEG-LENGTH:
lower in AD

No significant
difference

No significant
difference

No significant
difference

density, as measured by ID-T, than speech elicited through structured picture description; this finding

holds within both the control and dementia groups.

Classification In DementiaBank, using a fully automated topic generation and feature extraction

pipeline, we find a small set of features which perform as well as a large set of manually constructed

hsICUs in binary classification experiments, achieving an F-score of 0.80 in 10-fold cross-validation.

These promising results indicate that manual annotation and scoring of semantic content can be replaced

with automated components with no loss in classification performance. In the CCC, the high number

of recordings from healthy interviewers in comparison to AD interviewees leads to largely imbalanced

groups. In classification experiments aiming to separate the AD group from the CT interviewer group,

the dataset distribution is skewed, consisting of approximately 25% AD samples and 75% CT samples.

This leads to a high recall of the CT class and low recall of the AD class, confirming results found in

related previous work (Guinn and Habash, 2012). In preliminary experiments with only six proposed

information content features, we achieve a weighted recall of 0.72 and AUC of 0.71; future work will

investigate combinations of complementary features explored in previous work (Guinn and Habash, 2012)

to improve performance.
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4.2 Limitations

Manual transcriptions As with any human-generated data, the manual transcriptions used in the

analyses are subject to typographical errors and inconsistencies. For example, while the CHAT manual

describes the syntax for local event annotations as a prefix of ‘&=’, followed by a single word token

indicating the type of event (e.g., ‘&=laughs’) (MacWhinney, 2015), multiple instances in the Dementia-

Bank CHAT transcripts use multi-token phrases with a space in between (e.g., ‘&=clears throat ’), which

makes it difficult to remove the second token (e.g., throat), as it is syntactically indistinguishable from

the case of single-token annotations. Such stray tokens left in the transcriptions after preprocessing may

affect the analyzed information content.

ASR The current work requires high-quality transcriptions of speech, but manual transcriptions are

expensive and time-consuming to obtain. Automatic speech recognition (ASR) is associated with high

word-error rates (WERs) which could compromise semantic information. Preliminary work has ex-

plored the automatic word-level transcriptions of DementiaBank audio using the Kaldi speech recog-

nition toolkit1. So far, a triphone model with the standard insertion penalty (0) and language model

scale (20) on DementiaBank gives the best average WER of 36.7 ± 3.6% with 10-fold cross-validation.

While prior work by Toth et al. (2015) has avoided high WER due to grammatical errors, repetitions,

hesitations, and disfluencies by limiting ASR to phonetic-level annotation only, the present work requires

word-level annotation. Continued optimization is the subject of ongoing research.

Imbalanced datasets In order to study the effects of AD and the speech elicitation task on language

features, it is necessary to account for the effects of confounding variables by analysing groups which are

balanced for age, education, and gender. Prior research has found that having fewer years of education

has a negative impact on the number of information content units in speech elicited during a picture

description task, while greater age reduces communication efficiency2 (Le Dorze and Bedard, 1998).

Unfortunately, the sparsity of speech data from vulnerable AD populations, and the already small

size of the datasets, makes further reductions in sample size prohibitive to the use of ML techniques.

In DementiaBank, the groups differ in age (MAD = 71.65,MCT = 63.84) and education (MAD =

11.93,MCT = 13.94), though these differences are not as pronounced as those studied in related research

(Le Dorze and Bedard, 1998). In the CCC, the AD and CT interviewer groups also differ along age

(MAD = 83.18,MCT = 63.39), and, to a smaller extent, education (MAD = 13.62,MCT = 14.53), but

1http://kaldi.sourceforge.net/
2Number of open-class words per minute.
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it should be noted that a high proportion of speakers have missing demographic data (e.g., only 9 out

of the 89 CT interviewers have reported age data). Further, the CCC has imbalanced numbers of AD

and CT interviewer samples (NAD = 106, NCT = 310), leading to skewed classification results with low

recall and high precision for the AD class (i.e., a high false negative and low false positive rate). As

noted in related previous work, this is not necessarily an undesirable result from a clinical point of view

(Guinn and Habash, 2012).

Ground truth Group differences and classification results are compared to class labels assumed to

be ground truth. However, diagnosis of AD dementia is not definite until pathology is confirmed at

autopsy, and only a small fraction of study participants undergo such analysis. Becker et al. (1994)

report that 50 of the DementiaBank cohort participants underwent neuropathologic examination, and

AD was confirmed in 43 of those cases. Such information is not reported at all for the CCC (Pope and

Davis, 2011). Issues with accuracy of clinical diagnosis of AD dementia, and underlying AD pathology

antemortem, compound the problem of correlating speech and language features with pathology.

4.3 Future work

While much of the previous work has explored the acoustic and lexicosyntactic features of AD speech,

and the present work has analyzed its information content, there is relatively little work on discourse

analysis and pragmatics. In datasets such as the CCC, where speech elicitation involves a conversation

with a cognitively healthy participant, future work can explore the changes in the speech of the healthy

interviewer (i.e., do healthy individuals change the way they speak, either consciously or subconsciously,

when they are conversing with an AD speaker versus a healthy speaker?).

The present work has analyzed the group of AD speakers in each dataset as a homogeneous entity,

but there is evidence to suggest that cognitive and linguistic impairment due to AD is heterogeneous,

especially in the early stages of the disease (Ahmed et al., 2013b). Different presentations of AD, such

as the typical amnestic and atypical aphasic presentations, may lead to distinct profiles of linguistic

impairment. Future analyses of information content will explore the differences in the subgroups of

mild, moderate, and severe AD speakers, subject to the availability of cognitive assessment (e.g., MMSE)

scores to facilitate this.

The nonparametric approach for ICU modelling using clustering of distributed representations trained

on a general-purpose corpus was adopted in this work in order to mitigate the lack of sufficient clinical

data (while the corpora used here are relatively large-scale in the clinical realm, they contain a combined
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total of less than 0.5 million tokens, compared to 6 billion tokens in the corpus used to train the GloVe

representations). Future work will investigate the comparative performance of traditional generative

topic modelling approaches, such as latent Dirichlet allocation (LDA) (Blei et al., 2003), on the same

clinical corpora.

While we have used k-means clustering as a simple method of obtaining coherent ICU models in

both corpora, ongoing work is being conducted to analyze the effect of clustering algorithm and speech

elicitation task on the ICU clusters produced, following recent work by Finegan-Dollak et al. (2016) who

compared k-means, spectral clustering, affinity propagation, Louvain, and the Markov cluster algorithm

in a task of clustering short texts which vary in creativity and cluster tightness.

Real-world datasets like the CCC often contain classes which are not equally represented, with

many more control samples than AD samples. The imbalanced class distribution can be mitigated

using methods such as the Synthetic Minority Oversampling Technique (SMOTE) (Chawla et al., 2002).

SMOTE is a method for improving the sensitivity of ML classifiers to the underrepresented class by

simultaneously undersampling the majority class and oversampling the minority class using synthetic

samples, leading to better classification performance indicated by AUC.

Much previous and current work in the field has been limited to single-point-in-time or sparse longi-

tudinal speech samples from native English speakers with the typical amnestic presentation of AD and

no concomitant conditions which can impact cognition and language ability. Such samples are naturally

not representative of noisy real-world data, which can come from speakers of a variety of linguistic, cul-

tural, and socioeconomic backgrounds, who may have depressive symptomatology, anxiety, hearing loss,

and a host of other conditions which may impact their ability to communicate. Additionally, within-

subject linguistic features may have high variability depending on the time, date, and location of data

collection. Future work should collect datasets which enable comparisons of, among other things: (i)

the effect of concomitant factors on linguistic performance (e.g., depression and AD dementia versus

pure AD dementia versus pure depression); (ii) the effect of different presentations of AD on speech

and language impairment (e.g., amnestic AD dementia versus aphasic AD dementia); (iii) the amount

of within-subject variability in linguistic features on a day-to-day and week-by-week basis, in order to

determine the optimal frequency of assessment which captures longitudinal trends effectively; (iv) the

effect of non-native English on the computed speech and language features, as well as comparison of

those features in speech elicited in other languages in order to identify measures which are analogously

affected by AD across language.
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Appendix A

Details of the ICU models

For illustrative purposes, a full description of one configuration of the control cluster model for Demen-

tiaBank, along with the 3 most frequent words, and an alphabetical listing of all unique words in each

cluster, is shown in Table A.1; the analogous dementia cluster model is shown in Table A.2. Note that,

in some cases, particular cluster words have very high frequencies, which is not indicated in the tables.

ICU model descriptions for the CCC are not included as the data is not available for public distri-

bution.
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Table A.1: DementiaBank — list of words in control ICU model

Cluster 3 most frequent Unique cluster words

C0 window, floor, curtains ajar, ankle, apron, bending, beside, billowing, blouse, cabinets,

casement, chair, closet, cloth, clothes, corner, countertop,

cupboard, cupboards, curtain, curtains, curved, daze, door,

doors, drapes, dress, dressed, fancy, feet, filled, floor, flowers,

fluttering, foot, garage, garden, gesturing, giggling, glass, goody,

hair, hairdo, hanging, hedges, jogging, kitchen, knees, ladder,

lane, lawn, lip, lips, miniskirt, mirror, motioning, neck,

nondescript, outer, outstretched, overlooking, pants, pictured,

piece, plate, plates, recessed, roof, room, ruffled, sandals, sash,

screaming, shaking, shelf, shirt, shoes, shorts, shoulder,

shrubbery, sidewalk, sill, sitting, size, skirt, sleeve, sleeved,

sleeveless, sleeves, slender, slippers, smiling, sneakers, socks,

square, staring, strap, straps, sweater, swiping, table, tidy, tops,

towel, tripod, trousers, trunk, underneath, valance, waisted,

walking, walkway, wall, waving, wearing, window, windows,

wood, yard

C1 dishes, dish dish, dishes
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Table A.1: (continued)

Cluster 3 most frequent Unique cluster words

C2 running, standing, action accident, action, actions, activities, air, allow, allowing, amount,

angle, appear, appears, area, arm, attention, background, backs,

balance, base, blind, blown, board, book, branton, break,

cabinet, called, careless, cause, center, comes, completed,

considered, copyright, count, counter, country, counts, cover,

crooked, culprit, daft, danger, darling, dave, deeply, description,

descriptive, detail, details, directions, distracted, draw, drawn,

encouraging, engrossed, eve, expression, extension, face, faced,

fast, fellow, fiddling, fine, finger, fouled, front, giving, glimpse,

grab, grabbing, ground, hand, handing, handle, handles, hands,

head, hold, holding, horse, house, identifying, implies, including,

incomplete, insisted, instructions, johnny, karen, l, labelled, laid,

laying, leading, leaning, leaves, leaving, left, made, making,

managed, means, meant, meantime, mention, mini, minutes,

missed, motion, movement, moving, notice, number, opened,

opposite, others, overturning, overturns, pair, pardon, part,

parted, pass, passing, path, pathway, payed, paying, perspective,

picking, picture, place, pointed, pointing, portion, preoccupied,

present, process, prong, pull, pulled, put, putting, quit, race,

raiding, raised, raising, reacting, reading, receive, receiving,

removed, removing, rest, right, robbing, round, run, running,

runs, saying, scene, section, sees, set, setting, seventy, sharing,

shining, shows, shushing, side, sight, sign, signal, signaling,

silence, sneaking, space, standing, start, starting, steal, stealing,

stepping, stop, strapped, taken, takes, taking, tennis, tie, tied,

ties, tilted, time, tip, tipped, tipping, top, topple, toppling,

touching, towards, toying, trip, turn, turned, turns, type,

unaware, upend, use, variety, verb, view, weight, wing, working,

writing, wrote, yards, youngster
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Table A.1: (continued)

Cluster 3 most frequent Unique cluster words

C3 water, sink, drying amounts, animals, basin, birds, bloom, blowing, bottom, breeze,

bushes, clean, cockeyed, coffee, crawling, curl, damaged,

daydreaming, dishwasher, drain, dripping, dry, drying, eating,

evergreens, faucet, faucets, flooding, flowing, gentle, grass,

gushing, kiddos, lad, landscaping, leaf, medium, mess, mop,

mouth, mouths, noise, nuthouse, outdoors, overflow, overflowed,

overflowing, overflown, pissed, plants, pompadour, pool, pouring,

protrude, puddle, ruffling, saucer, saucers, scallop, scenery,

shrub, shrubs, shush, sink, sirt, slop, snickering, snow, soaked,

soaking, spigot, spill, spilled, spilling, splash, splashed, splashing,

stall, suds, summertime, sunny, tap, tea, tilting, torrent, towels,

tree, trees, upside, warm, wash, washing, water, weeds, wet,

whispering, wind, wiping

C4 stool, legged legged, stool

C5 mother, boy, girl adult, beautiful, boy, brother, child, children, couple, daughter,

deaf, dear, family, girl, kid, lady, living, mama, mom, mother,

sister, son, twins, wife, woman

C6 cookie, cookies, sakes cookie, cookies, cream, sakes

C7 jar, cups, lid bowl, cups, dried, jar, lid, lids, platter, puffed, sugar
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Table A.1: (continued)

Cluster 3 most frequent Unique cluster words

C8 see, going, getting accept, ai, alright, anybody, anyhow, anything, asking, assume,

believe, bemused, bit, call, come, coming, consider, continue,

correct, course, crazy, define, describe, disturbed, doubt, dream,

dumb, eat, enjoy, everything, fact, find, forgetting, forgot, fun,

get, gets, getting, give, go, god, goes, going, goodness, got,

gotten, guess, guy, happen, happening, hear, heck, hey, hoping,

huh, hungry, hurt, imagine, keep, kids, kind, knew, know, knows,

laugh, laughing, let, letting, listening, look, looked, looking,

looks, lot, lots, make, makes, matter, mean, messed, mind, miss,

mommy, nothing, ones, people, pleasant, realize, reason,

remember, said, say, see, seeing, seem, seems, sense, situation,

somebody, somehow, someone, something, sort, strange, stuff,

suppose, supposed, sure, take, talk, talking, tell, telling, thank,

thing, things, think, thinking, thought, trying, understand,

upset, waiting, walk, want, wanted, wanting, wants, watching,

way, word, words, worrying, yes, youngsters

C9 reaching, falling, fall activity, autumn, beginning, catastrophe, climbed, climbing,

climbs, cup, day, end, expecting, fall, fallen, falling, falls,

finished, glance, growing, half, height, hit, indicates, jumping,

june, length, losing, moved, nineteen, point, reach, reached,

reaches, reaching, remain, share, slight, slipped, slipping, spiral,

spring, starts, straight, summer, sun, teetering, upsetting,

weather, winter, wiped, world

Table A.2: DementiaBank — list of words in dementia ICU model

Cluster 3 most frequent Unique cluster words

D0 cookie, cookies, cake apples, baking, cake, cookie, cookies

D1 dishes, dish, eating ate, bowls, breakfast, dinner, dish, dishes, eating
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Table A.2: (continued)

Cluster 3 most frequent Unique cluster words

D2 boy, girl, mother baby, beautiful, boy, boys, brother, child, children, crying,

daughter, family, father, female, girl, girls, grandmother,

housewife, husband, kid, killed, lady, man, mom, mother, sister,

son, wife, woman

D3 going, see, getting anything, ask, asking, assume, awful, bit, call, care, careful,

come, crazy, eat, everything, excuse, fact, find, forget, forgot,

get, gets, getting, give, gives, go, goes, going, got, gotten, guess,

guy, happen, happening, hear, heard, heck, help, hope, hoping,

hurry, imagine, keep, kids, kill, kind, know, laughing, let, letting,

longer, look, looking, looks, lose, lot, make, mean, mind, minds,

need, nobody, nothing, play, problem, read, realize, realizes,

reason, remember, right, said, say, saying, says, see, seem,

seemed, seems, somebody, someone, something, sorry, sounds,

stuff, sue, suppose, supposed, sure, take, talking, tell, thank,

thing, things, think, thinking, thought, throw, tired, told, touch,

tried, try, trying, wait, walk, want, wanted, wanting, wants,

watching, way, whoever, wonder, yes

D4 stool, floor, window apron, bed, bench, blouse, boots, button, cabinets, chair, cloth,

cupboard, curtain, curtains, door, drapes, dress, dressed,

driveway, feet, fence, filled, floor, floors, foot, garage, garden,

glasses, hair, hanging, hat, kitchen, lawn, legged, legs, mouse,

neck, pants, pieces, pool, rear, rocking, roof, rooms, rows, shoe,

shoes, sitting, skirt, stacked, stool, sweater, table, tree, tub,

underneath, walking, walkway, window, windows, wreath

D5 jar, cups, jars cups, dried, honey, jar, jars
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Table A.2: (continued)

Cluster 3 most frequent Unique cluster words

D6 sink, drying, washing ample, anklets, aprons, backyard, begging, blowing, bottom,

breeze, bumping, bushes, calamity, cleaning, climbing, clogged,

cocoa, combed, commode, crawled, crooked, cupboards, cushion,

decorating, diamonds, dint, dirty, discharged, dishwasher,

draining, dries, dripping, dryer, drying, dumping, faucet, filling,

flowing, flue, grass, gushing, haywire, hedges, immersed, knobs,

knots, ladder, landscaping, laying, leaking, lid, lips, mess, mop,

mouth, neatness, noticing, outdoors, overboard, overfilled,

overflow, overflowed, overflowing, overflown, overrunning, pan,

pencils, pipe, plate, plates, pleasures, pouring, puddle, rolling,

ruining, salient, saucer, saucers, shove, shrub, shrubbery, sink,

sinks, slanted, slanting, slopping, sneaking, socks, spigot, spigots,

spill, spilled, spilling, splashing, splattered, stepladder, stockings,

swiping, tabletop, teetering, tilt, tilted, tilting, tipping, tipple,

tips, towel, trees, tumble, tumbling, upside, wash, washed,

washes, washing, wet, wetting, wind, wipe, wiping, wobbling,

yard

D7 mama, huh, alright ah, ai, alright, ass, bang, beep, boing, darn, dear, dreaming, gal,

gee, hek, hmm, ho, huh, jam, johnny, k, lousy, mama, mamas,

messed, mommy, o, snitching, ta, tad, tin, wahoo, whew, ya
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Table A.2: (continued)

Cluster 3 most frequent Unique cluster words

D8 running, fall, falling accident, accidents, action, affair, airplane, allowed, arm,

assisting, attention, ball, beat, birds, box, break, breaking, bring,

broke, c, cabinet, called, calm, catch, cease, charged, christmas,

clause, climb, climbed, coming, copy, counter, counting, couple,

course, cover, criticizing, crossed, cup, danger, depart,

description, direction, draw, drop, dropped, e, end, ends,

enjoying, facing, fall, fallen, falling, falls, fast, fell, finger,

finished, fixed, force, front, game, gather, gave, giving, grab,

grabbing, growing, half, hand, handed, handful, handing, hands,

helping, hiding, hit, hits, hitting, hold, holding, house, hurt,

ignoring, indicating, jack, jersey, junior, keeps, kick, kicked,

knocked, land, leaves, leaving, left, leg, light, looked, lost, loud,

machine, made, making, meant, meantime, mention, mentioned,

mercy, minute, missing, moves, name, neighbor, notice, ones,

opened, opposite, overran, page, pardon, part, passing, past,

paying, picking, picture, place, pointing, position, problems, pull,

pulled, pushed, put, putting, quick, reach, reaching, receiving,

rice, run, running, school, seat, seen, send, set, setting, share,

sharing, show, shows, side, slipping, sound, spread, stand,

standing, start, started, starting, steal, stealing, step, stepped,

stepping, straight, stumbling, summer, sun, suspect, taken,

taking, ten, tie, time, tip, tipped, took, top, topple, toppling,

touching, triple, trouble, turn, turned, turning, tv, upset,

upsetting, use, view, waiting, went, women, work, working,

world, youngster, youngsters

D9 water, dry, food dry, food, water
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