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Abstract

Recent studies in information retrieval have shown that gender biases have

found their way into representational and algorithmic aspects of retrieval

methods. In this thesis, we focus on the exploration and mitigation of gen-

der biases in information retrieval gold standard datasets, often referred to

as relevance judgements, and different retrieval methods including ad hoc

retrieval and neural rankers. We investigate the presence of stereotypical

gender biases in relevance judgment datasets and show that stereotypical

gender biases are prevalent in relevance judgement datasets. The presence of

gender biases in relevance judgements would immediately find its way into

how neural ranking models are trained and evaluated. Therefore, we propose

a systematic method to de-bias the relevance judgement datasets with a set

of balanced and well-matched query pairs from different gender identities

to reduce the level of bias transferred into neural ranking models that are

trained based on them. The main premise of our work is that such a de-

biasing process will expose neural rankers to comparable queries from across

gender identities that have associated relevant documents with compatible
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degrees of gender bias. Our experiments show that our proposed approach

is able to systematically reduce stereotypical gender biases associated with

different gender identities, and at the same time maintain the same level of

retrieval effectiveness. In addition to relevance judgment datasets, we pro-

pose methods for reducing biases in different retrieval methods. To this end,

we propose a bias-aware pseudo-relevance feedback method for reducing the

level of bias in the ad hoc retrieval method and show that this decrease in

bias is not accompanied with the cost of reduction in the utility. We also pro-

pose a light-weight strategy that considers the degrees of gender bias when

sampling documents to be used for training neural ranking models. Our

results show that the proposed light-weight strategy is able to show compet-

itive (or even better) performance compared to the state-of-the-art neural

architectures specifically designed to reduce gender biases.

iv



Acknowledgements

First and foremost, I would like to express my deep and sincere gratitude

to my supervisors, Dr. Morteza Zihayat and Dr. Ebrahim Bagheri, for pro-

viding invaluable guidance and support throughout my research. During the

journey of conducting my research, they taught me how to think creatively

and how to develop my research project and always provided me with in-

sightful feedback. It is evident that if it was not for their help and financial

support, I would not have achieved my research goals and I would not be

where I am today.

I am highly indebted and grateful to my fellow lab member, Negar Arabzadeh,

who was always there to help me figure out my research questions and pro-

vided me with insightful assistance and suggestions.

I would like to also acknowledge my colleagues, Shirin Seyedsalehi, Radin

Hamidi Rad, Soorosh Sorkhani, and Jaleh Mahdavi, with whom I had the

chance to collaborate or receive help.

Finally, I am grateful to my parents for their love, caring, financial sup-

port, and scarifies for educating and preparing me for my future.

Amin Bigdeli

iv



Table of Contents

Declaration ii

Abstract iii

Acknowledgements iv

List of Tables viii

List of Figures xi

1 Introduction 1

1.1 Thesis Objectives and Contributions . . . . . . . . . . . . . . 4

1.2 Structure of the Thesis . . . . . . . . . . . . . . . . . . . . . . 9

2 Literature Review 11

2.1 Stereotypical Gender Biases in Society . . . . . . . . . . . . . 11

2.2 Gender Differences Across Psychological Characteristics . . . . 14

2.3 Gender Biases in Information Retrieval Systems . . . . . . . . 18

2.3.1 Gender Biases in Neural Embeddings . . . . . . . . . . 18

2.3.2 Gender Biases in Retrieval Methods . . . . . . . . . . . 21

v



2.4 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24

3 Gender Biases in Relevance Judgment Datasets 25

3.1 Exploring Gender Biases in Relevance Judgment Datasets . . 26

3.1.1 Methodology . . . . . . . . . . . . . . . . . . . . . . . 27

3.1.2 Results and Findings . . . . . . . . . . . . . . . . . . . 35

3.2 De-Biasing Relevance Judgment Datasets . . . . . . . . . . . . 41

3.2.1 Methodology . . . . . . . . . . . . . . . . . . . . . . . 43

3.2.2 Experimental Setup . . . . . . . . . . . . . . . . . . . . 52

3.2.3 Results and Findings . . . . . . . . . . . . . . . . . . . 58

3.3 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65

4 Gender Biases in Retrieval Methods 67

4.1 Mitigating Gender Biases in Ad hoc Retrieval Method . . . . . 68

4.1.1 Methodology . . . . . . . . . . . . . . . . . . . . . . . 69

4.1.2 Experimental Setup . . . . . . . . . . . . . . . . . . . . 72

4.1.3 Results and Findings . . . . . . . . . . . . . . . . . . . 73

4.2 Restraining Gender Biases in Neural Ranking Models . . . . . 85

4.2.1 Methodology . . . . . . . . . . . . . . . . . . . . . . . 85

4.2.2 Experimental Setup . . . . . . . . . . . . . . . . . . . . 88

4.2.3 Results and Findings . . . . . . . . . . . . . . . . . . . 90

4.3 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 98

5 Conclusion and Future Work 100

vi



5.1 Concluding Remarks . . . . . . . . . . . . . . . . . . . . . . . 100

5.2 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . 104

Bibliography 106

vii



List of Tables

3.1 Sample of queries with their annotated class in the gender-

annotated dataset released by Rekabsaz and Schedl (2020). . . 28

3.2 The accuracy and F1 score of each classifier by gender. . . . . 32

3.3 Examples of query gender prediction by fine tuned BERT-

base-uncased. Male and Female related terms are highlighted

in blue and red. . . . . . . . . . . . . . . . . . . . . . . . . . . 33

3.4 Examples of paired gendered queries in our generated dataset.

Query terms with an inclination towards male or female at-

tributes are highlighted in blue and red, respectively. . . . . . 50

3.5 sample of fairness-sensitive queries released by Rekabsaz et al.

(2021). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54

3.6 Model effectiveness on de-biased datasets. * indicates a sta-

tistically significant decrease in effectiveness. . . . . . . . . . . 59

3.7 Impact of training on de-biased dataset on the difference in

psychological characteristics of gender-affiliated queries. . . . 61

viii



3.8 The impact of training BERT-base-uncased on the de-biased

dataset on proxy measures of gender bias based on different

neutral query sets. Reduction(%) values are computed based

on actual metric values, while the metric values are rounded

to three decimal points and reported in this table. . . . . . . . 62

3.9 Comparative analysis between the utility of BERT-Tiny trained

on our de-biased dataset and AdvBert-Tiny (Rekabsaz et al.

(2021)). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 63

3.10 Comparative analysis between the TF ARAB metric of BERT-Tiny

trained on our de-biased dataset and AdvBert-Tiny (Rekab-

saz et al. (2021)). . . . . . . . . . . . . . . . . . . . . . . . . . 63

3.11 Comparative analysis between the Boolean ARAB metric of

BERT-Tiny trained on our de-biased dataset and AdvBert-

Tiny (Rekabsaz et al. (2021)). . . . . . . . . . . . . . . . . . . 64

3.12 Comparative analysis between the LIWC metric of BERT-Tiny

trained on our de-biased dataset and AdvBert-Tiny (Rekab-

saz et al. (2021)). Reduction(%) values are computed based

on actual metric values, while the metric values are rounded

to three decimal points and reported in this table. . . . . . . . 65

4.1 Bias measurements using ARaB and LIWC-based metrics across

Robust04 and Gov2. . . . . . . . . . . . . . . . . . . . . . . . 80

ix



4.2 Bias measurements using ARaB and LIWC-based metrics across

ClueWeb09 and ClueWeb12. . . . . . . . . . . . . . . . . . . . 81

4.3 The number and weight of biased terms in the revised queries

across Robust04 and Gov2. . . . . . . . . . . . . . . . . . . . . 82

4.4 The number and weight of biased terms in the revised queries

across ClueWeb09 and ClueWeb12. . . . . . . . . . . . . . . . 82

4.5 Qualitative comparison of the revised queries. Darker colors

denote a higher weight of biased terms. . . . . . . . . . . . . . 83

4.6 Comparison between the performance (MRR@10) of the base

ranker and the ranker trained based on our proposed negative

sampling strategy when λ = 0.6 on MS MARCO Dev Set. . . 91

4.7 Retrieval effectiveness and the level of fairness across three

neural ranking models trained on query sets QS1 and QS2

when λ = 0.6 at cut-off 10. . . . . . . . . . . . . . . . . . . . . 93

4.8 The level of TF ARaB and Boolean ARaB across three neural

ranking models trained on query sets QS1 and QS2 when λ =

0.6 at cut-off 10. . . . . . . . . . . . . . . . . . . . . . . . . . 94

4.9 Comparing the retrieval effectiveness and the level of fairness

between AdvBert training strategy and our approach at cut-

off 10. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95

4.10 Comparing the level of bias between AdvBert training strat-

egy and our approach at cut-off 10. . . . . . . . . . . . . . . . 96

x



List of Figures

3.1 Percentage of female and male affiliations in relevant docu-

ments for each of the female, male and neutral query groups.The

y-axis shows the percentage of each characteristic across fe-

male, male and neutral query sets. . . . . . . . . . . . . . . . 34

3.2 Differences between the affective processes of relevance judge-

ments for different gendered queries. The y-axis is similar to

Figure 3.1. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

3.3 Differences between the negative emotions of relevance judge-

ments for different gendered queries. The y-axis is similar to

Figure 3.1. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37

3.4 Differences between the cognitive processes of relevance judge-

ments for different gendered queries. The y-axis is similar to

Figure 3.1. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38

3.5 Differences between the personal concerns of relevance judge-

ments for different gendered queries. The y-axis is similar to

Figure 3.1. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39

xi



3.6 Differences between individuals’ drives of relevance judgements

for different gendered queries. The y-axis is similar to Figure

3.1. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

3.7 The overview of our proposed approach. . . . . . . . . . . . . 45

4.1 The impact of our proposed approach on utility (map). . . . . 74

4.2 The impact of our proposed approach on bias (ARaB). . . . . 75

4.3 The impact of our approach on utility and bias. . . . . . . . . 76

4.4 Reduction in bias per query-basis compared to PRF on Ro-

bust04. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 78

4.5 Reduction in bias per query-basis compared to PRF on ClueWeb09. 78

4.6 Reduction in bias per query-basis compared to PRF on GOV2. 79

4.7 Reduction in bias per query-basis compared to PRF on ClueWeb12. 79

4.8 Impact of λ on neural ranker performance on MS MARCO

Dev Set. The red points indicate a statistically significant

drop in performance. . . . . . . . . . . . . . . . . . . . . . . . 91

4.9 Comparative analysis between AdvBert-Tiny and our pro-

posed BERT-Tiny based on NFaiRR at cut-off 10 on a per

query basis. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 97

4.10 Comparative analysis between AdvBert-Mini and our pro-

posed BERT-Mini based on NFaiRR at cut-off 10 on a per

query basis. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 97

xii



4.11 Comparative analysis between AdvBert-Mini and our pro-

posed BERT-Mini based on NFaiRR at cut-off 10 on a per

query basis. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 98

xiii



Chapter 1

Introduction

In the modern world of technology with more than zettabytes of data, search

engines are the gatekeepers of information that can help users satisfy their

information needs by retrieving relevant documents to their input queries.

They allow users to quickly and easily find information that is of real inter-

est and value without having to browse multiple irrelevant web pages. In

2012, Google received and processed nearly 1.2 trillion search queries in 146

different languages, which is equivalent to 40,000 search queries every second

on average (Google Zeitgeist, 2012). This number can indicate the impor-

tance of search engines for information retrieval in the World Wide Web.

Information Retrieval (IR) is the science of retrieving relevant documents

from a large collection of documents for an input query submitted by a user

to a search engine. In information retrieval systems the documents of the

collection are mostly unstructured and queries consist of words that describe
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users’ information needs. The goal of an information retrieval system is to

return a list of relevant documents Dq for a query q from a collection C using

a retrieval method M . In this context, the documents of the collection and

the retrieval methods are the most important elements that can influence

the retrieved list of documents for a query and determine which documents

should be exposed to users.

As the number of users has increased significantly during past decades,

gender and societal biases, inequalities, and cultural gaps have also increased

by the information they upload on the internet. As a result, these biases and

stereotypes are reinforced by information retrieval methods and can expose

users to biased lists of documents returned for an input query (Olteanu et al.

(2021)). This can lead to unfair prejudices and have negative effects on indi-

viduals’ decision-making and social health of the society as well as amplifying

gender stereotypes among society members (Olteanu et al. (2021)).

Extensive research in the psychology and sociology literature has shown

that gender stereotypes can affect an individual’s life descriptively and pre-

scriptively (Burgess and Borgida (1999); Heilman (2001)). These gender

stereotypes not only affect the expectations of women and men about their

behavior, qualities, priorities, and personal needs implicitly but can also in-

fluence the way they process information (Ellemers (2018); Heilman (2012)).

Besides, gender stereotypes can influence an individual’s judgments, leading

to unfair treatments and outcomes (Swim et al. (1989)). While individu-

als’ perceptions of gender differences might be aligned with reality in certain
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cases, such perceptions often originate from gender stereotypes (Huddy and

Terkildsen (1993)).

There have been both qualitative and quantitative studies that have ef-

fectively shown that stereotypical biases can be prevalent in various natu-

ral language processing and information retrieval techniques, models, and

datasets (Baeza-Yates (2018, 2020); Font and Costa-Jussa (2019); Sun et al.

(2019); Caliskan et al. (2017); Gerritse et al. (2020); Olteanu et al. (2021);

Yang and Feng (2020); Bolukbasi et al. (2016)). Given these tools are often

deployed at scale, such biases have the potential to directly impact the lives

of many people. More specifically within the context of information retrieval,

biased retrieval methods can exacerbate biases by exposing their users to a

set of biased documents in response to user queries. The presentation of a

biased retrieved list of documents can intensify stereotypical biases result-

ing in unfair prejudices (Fabris et al. (2020)). For instance, given the wide

adoption of neural embeddings in IR, various researchers have already begun

investigating the impact of implicit biases that are embedded in neural em-

beddings (Zhao et al. (2018); Bolukbasi et al. (2016); Rekabsaz et al. (2018);

Caliskan et al. (2017)). Given the impact of biases when seeking information

on the Web, a number of studies have also investigated how different retrieval

methods intensify gender biases and gender stereotypes and have proposed

ways to detect and quantify the level of bias (Rekabsaz and Schedl (2020);

Fabris et al. (2020)).

One of the important practical considerations of dealing with biases is its

3



potential impact on retrieval utility. Several researchers have already argued

that reducing biases can often be achieved at the cost of reduced utility,

pointing to a tradeoff between reducing bias and increasing utility ((Rekab-

saz et al. (2021); Gao and Shah (2019, 2020); Singh and Joachims (2018);

Mehrotra et al. (2018))). In other words, such a perspective identifies an

orthogonal relation between fairness (reduced bias) and utility. For instance,

Rekabsaz et al. (2021) could propose a bias-aware neural-based retrieval

method that is capable of increasing the fairness of the retrieved list (reduce

bias). Their proposed approach leverages an adversarial training process in

order to remove gender-related information encoded in the vector represen-

tation of the query-document pairs specifically in the BERT reranker model.

Their model, referred to as AdvBert, is capable of reducing bias but this

comes at the cost of retrieval effectiveness, which is reduced in the process.

Reduced retrieval effectiveness can result in decreasing users’ satisfaction.

Therefore, it is important to mitigate the level of biases in a way that the

utility is maintained.

1.1 Thesis Objectives and Contributions

While biases among different types of retrieval methods and neural embed-

dings have been generally studied, to the best of our knowledge, potential

biases within gold standard benchmark datasets (often known as relevance

judgements, aka qrels) have not yet been explored. In addition, the pro-
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posed methods in the existing works for reducing bias in retrieval methods

are accompanied by a significant reduction in the utility that can have an

impact on users’ satisfaction, and are only limited to neural-based retrieval

methods. To this end, our objectives in this thesis are as follows: (1) explor-

ing the existence of stereotypical gender biases in the relevance judgment

datasets and proposing a systematic methodology for de-biasing these rele-

vance judgments. (2) proposing effective methods for significantly reducing

gender biases in both the neural-based retrieval methods and the ad hoc

retrieval method while maintaining a comparable level of effectiveness.

As the first objective, we explore the possibility of the existence of gen-

der biases in relevance judgment datasets. We believe that it is important to

study whether biases may have been introduced in gold standard datasets,

which in essence govern how retrieval methods are trained and evaluated. An

inclination towards a specific gender or the ascription of implicit biases to-

wards a certain gender can result in a biased retrieval method. As such, one

of the objectives of this thesis is to study potential stereotypical gender bi-

ases in information retrieval relevance judgements. One of the distinguishing

aspects of our work is that unlike earlier work (Rekabsaz and Schedl (2020);

Fabris et al. (2020)), we do not propose a certain computational metric for

measuring gender biases, but rather we measure various psychological char-

acteristics of document content associated with gendered queries. This way,

we quantify, if and when, systematic differences are exhibited between queries

of different genders. To this end and in order to be able to identify gendered
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queries at scale, we benefit from the dataset of gendered queries provided

by Rekabsaz and Schedl (2020) to train a contextualized-based classifier in

order to predict the query gender. Subsequently, the trained model is used to

label MS Marco (Nguyen et al. (2016)) queries. Based on these classified gen-

dered queries, we identify the associated relevant documents for each query

and quantitatively measure various psychological characteristics using the

well-established Linguistic Inquiry and Word Count (LIWC) text analytics

toolkit. We find gender stereotypical biases do in fact exist in the informa-

tion retrieval gold standard (query relevance judgements, i.e., qrels), which

align quite well with well-documented perceived biases in the psychological

literature. Followed by that, in order to de-bias relevance judgment datasets

and reduce the biases that are transferred into the neural ranking models,

we propose a methodological approach for de-biasing these datasets that can

systematically reduce biases when used to train neural rankers. Our proposed

approach creates a set of balanced and well-matched query-document pairs

from different gender identities that share similar psychological characteris-

tics and are not biased towards a specific gender. We show that augmenting

the existing gold standard relevance judgement datasets with our proposed

de-biased relevance judgment datasets can result in training less biased neu-

ral ranking models. We also demonstrate that this reduction in bias is not

accompanied by the cost of reduced utility and our proposed method is ca-

pable of maintaining the retrieval effectiveness at a comparable level.

As the second objective of this thesis, we propose effective methods to
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reduce the level of biases within the ad hoc retrieval method and neural

ranking methods. Our proposed methodologies for reducing bias tend to keep

the utility of these models which can result in maintaining users’ satisfaction

while decreasing the level of gender biases in the ranked list of documents

exposed to the users. The ad hoc retrieval task is defined as a process of

retrieving a ranked list of relevant documents Dq to a query q using an

efficient retrieval methodM that can estimate the relevance of each document

in a large document collection C to q. Our proposed method for reducing

bias in the ad hoc retrieval task revises the initial query in a way that the

expanded query is capable of retrieving a list of documents that has the same

utility as the initial query, but reduces bias significantly. In order to expand

the initial query q and create a revised version query such as q′, we use a

bias-aware pseudo-relevance feedback method that explicitly considers bias

when revising the original query. Having such a query like q′ that is expanded

based on a less biased set of documents can result in retrieving a final list of

documents that are less biased, but have comparable retrieval effectiveness.

In addition to ad hod retrieval method, in order to reduce bias in neural

ranking models in an effective way that does not hurt the effectiveness of the

model, we propose a novel training strategy, which 1) is capable of decreas-

ing the level of gender bias in the neural ranking models, while maintain-

ing a comparable level of retrieval effectiveness, and 2) does not require any

changes to the architecture or loss function of state-of-the-art neural rankers.

Our work is inspired by the findings of researchers such as Qu et al. (Qu
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et al. (2021)) and Karpukhin et. al. (Karpukhin et al. (2020)) who effectively

argue that the performance of neural rankers is quite sensitive to the adopted

negative sampling strategy where in some cases retrieval effectiveness of the

same neural ranker can be increased by as much as 17% on MRR@10 by

changing the negative sampling strategy. On this basis, we hypothesize that

it would be possible to control gender biases in neural rankers by adopting

an effective negative sampling strategy. We propose a systematic negative

sampling strategy, which would expose the neural ranker to representations

of gender bias that need to be avoided when retrieving documents. We em-

pirically show that state-of-the-art neural rankers are able to identify and

avoid stereotypical biases based on our proposed negative sampling strategy

to a greater extent compared to models such as AdvBert that are specifi-

cally designed to reduce gender biases. At the same time, our work exhibits

competitive retrieval effectiveness to strong state-of-the-art neural rankers.

In summary, this thesis delivers the following main contributions:

1. We study potential biases at the level of gold standard relevance judge-

ments and reveal systematic biases aligned with perceptual stereotypes

within relevance judgement documents.

2. We propose a systematic approach for automatically de-biasing rele-

vance judgement datasets, which can be used for reducing the level of

gender bias transferred into neural ranking models.

3. We propose an effective approach for reducing bias in the ad hoc re-
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trieval method that is capable of reducing the level of gender biases

significantly while maintaining the level of effectiveness.

4. We propose a light-weight and easily adaptable approach for decreasing

the level of biases across neural ranking models that provide a compara-

ble level of utility while decreasing the gender bias within the re-ranked

list of documents considerably.

1.2 Structure of the Thesis

This thesis is structured as follow:

• Chapter 2 - Literature Review: In this chapter, we elaborate on the so-

ciology and psychology literature to investigate gender stereotypes and

differences across a range of psychological characteristics. Followed by

that, we review the research works in the field of information retrieval

and natural language processing and explain the origins of biases in the

neural-based models. We explain the proposed methods for measuring

and mitigating gender biases in information retrieval systems.

• Chapter 3 - Gender Biases in Relevance Judgment Datasets: In this

chapter, we first explain our proposed methodology for exploring bi-

ases in the relevance judgement documents and report our findings

that demonstrate stereotypical biases exist among these documents.

Followed by that, we propose a systematic approach for de-biasing rel-
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evance judgment documents. We empirically show through our exper-

iments that when neural ranking models are trained based on our de-

biased relevance judgement dataset, the level of bias that is transferred

into these models decreases significantly.

• Chapter 4 - Gender Biases in Retrieval Methods: In this chapter, we

propose our approach for reducing bias in the ad hoc retrieval method

and empirically show that our methodology is capable of reducing bias

while maintaining the utility. Followed by that, we explain our method-

ology for reducing bias in neural ranking models and show the perfor-

mance of our methodology in maintaining the retrieval effectiveness

and decreasing the level of bias.

• Chapter 5 - Conclusion: In this chapter, we summarize our contri-

butions for reducing bias in relevance judgment datasets as well as

retrieval methods and discuss potential future work.
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Chapter 2

Literature Review

2.1 Stereotypical Gender Biases in Society

In social psychology, Stereotype is defined as a generalized belief about a

person or a particular group of people with a common trait. The emergence

of these stereotypes in individuals’ schema originates from the principles of

associated learning (Le Pelley et al. (2010)). GenderStereotype is one of the

stereotypes in the society that can form unfair perceptions and rules against

a specific gender and also result in gender discrimination. For instance, they

can establish biased perceptions in people’s mindsets that a specific role can

only be performed by women or men.

During the past years, many researchers have studied these gender stereo-

types in a variety of domains such as workplace, school, and healthcare. For

example, Bobbitt-Zeher (2011) stated that organizational policies are built
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based on the traditional notions of masculinity and femininity in some work-

places. In another similar study conducted by (Heilman (2012)), the authors

stated that these gender stereotypes can establish biases in the workplace

and also lead to biased judgements and unfair treatments with women in

the workplace. In addition to the workplace, Cvencek et al. (2011) studied

the effects of gender stereotypes on girls’ educational performance. Based on

their findings, the reason for girls showing lower performance in math com-

pared to boys arises from the stereotypes about gender roles. Hand et al.

(2017) examined gender biases among teachers and students to see if there

exist any biases in terms of gender role and confidence level in STEM fields.

For this purpose, the authors asked both teachers and students from different

gender identities to assign masculine or feminine attribute traits to scientists

and professional job positions and also conducted surveys among students

regarding their performance in different subjects such as math. As a result,

they argued that gender biases among individuals can impact both teacher

and student perceptions of STEM fields. It is stated by many researchers

that the existence of such gender stereotypes in society can have an impact

on individuals’ life in a prescriptive and descriptive manner and also plays

a role in sexual discrimination and sexual harassment (Burgess and Borgida

(1999); Heilman (2001)). There are also many research studies that have

investigated the negative impacts of gender biases on the healthcare domain.

Bristow et al. (2004) stated that the biases and stereotypes play a pivotal

role in intensifying disparities within the domain of healthcare and can be
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addressed by recruiting professionals from discriminated groups. Marcelin

et al. (2019) also proposed methods for mitigating these biases that can be

helpful towards having a fair healthcare environment.

These stereotypical gender biases can also impact individuals’ perception

and decision-making as well as the Artificial Intelligence (AI) based systems

that are used for the task of decision-making. For instance, Koch et al. (2015)

explored the effects of gender biases and stereotypes on employment decision-

making. Based on the results of their experiments, the authors stated that

there is a strong bias towards the male gender for male-dominated jobs.

However, there were not any biases towards a specific gender for female-

dominated jobs. These gender biases also exist within AI engines that are

used for decision-making by companies and organizations and can result in

unfair prejudices towards a specific gender. For instance, Cirillo et al. (2020)

investigated the impact of gender biases in resume ranking within the con-

text of search engines. To this end, the authors crawled resume search engine

websites such as Indeed and Monster for 35 job titles across 20 cities of U.S.

Followed by that, they use statistical tests to investigate if the search results

are biased towards a specific gender-based on two types of fairness, namely,

individual fairness and group fairness. As a result of their study, they showed

that in both cases, the ranked results are biased towards male gender iden-

tity and benefit males more than females. Kay et al. (2015) also explored

the existence of gender biases within the image search results and investi-

gated their impact on individuals’ perceptions. Their experiments showed
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that gender stereotypes are prevalent within the image search results for

occupations and found that females are underrepresented within the results

shown to the users. The authors also stated that such gender stereotypes can

shift individuals’ perceptions of real-world career distribution. Considering

the use of AI-based engines in reviewing resume applications for recruiting

appropriate workers for the labor job market, Deshpande et al. (2020) stud-

ied how stereotypical biases can influence matching resumes to the relevant

job postings and proposed methods for mitigating these biases. Based on

their experiments, the AI-based filtering engines contained biases and their

proposed method could increase fairness considerably.

2.2 Gender Differences Across Psychological

Characteristics

In addition to exploring the effects of gender stereotypes in society, many re-

searchers investigated gender differences across different psychological char-

acteristics to study if there is a difference between males and females across

different psychological characteristics including affective processes, cognitive

processes, personal concerns, and drives.

Affective Processes. This psychological characteristic can be described

based on the experience of anger, sadness, anxiety, and depression (Pen-

nebaker et al. (2001)). There is a commonly held gender stereotype about

the experience of anger between male and female gender that males tend to
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experience anger more than females (Brody (1985)). Therefore, Milovchevich

et al. (2001) investigated the differences between males and females in expe-

riencing anger to see if this notion holds. To this end, the authors targeted

203 females and 158 males, who were under 45 years old, to measure the

experience and expression of anger between these two groups of gender. The

results of their findings supported the previous studies that showed males and

females do not differ significantly in the experience and expression of anger.

In another study, Deffenbacher et al. (1996) studied the sex differences in

experiencing anger among two groups, namely, low-anger and high-anger.

For this purpose, the authors selected 23 low-anger females and 22 low-anger

males as well as 22 high-anger females and 22 high-anger males. As a re-

sult of their experiments, there are no gender differences between low-anger

participants and high-anger participants. In addition to anger, Gao et al.

(2020) investigated the differences between male and female students with

regard to the experience of depression, anxiety, and stress. They conducted

their experiments on 898 and 994 female and male undergraduate students.

The results of their experiments revealed that there is no significant gen-

der difference between male and female students with regard to experiencing

depression and stress.

Cognitive Processes. With regard to the differences between males

and females in their level of cognitive abilities, there are gender stereotypes

that females are better than males on verbal tests, while males show higher

performance in math and spatial tests (Hyde (2016)). However, Hyde (2016)

15



conducted a meta-analysis to investigate if such stereotypes hold. Based on

the results of their experiments, males and females do not show superiority

to each other in terms of cognitive abilities and are similar to one another. In

addition, various researchers have argued that potentially observable differ-

ences between the sexes relating to intellectual and cognitive functions can

be attributed to patterns of abilities as opposed to the overall intellectual

function of each gender (Collins and Kimura (1997); Mollet (2008)).

Personal Concerns. Exploring gender differences in the level of fo-

cus on personal concerns such as work and leisure has been also studied by

researchers. For instance, Brenner et al. (1989) showed that males tend to en-

dorse gender stereotypes for managerial jobs more than females. In another

study, Heilman et al. (1995) were interested to see if traditional stereotypi-

cal discrepancies between men and women happen in managerial jobs. The

results of their study showed that female managers were characterized more

negatively compared to their male counterparts. In addition to work, Shaw

(1985) were interested in investigating leisure time distribution among males

and females. For this purpose, they sampled 60 employed males, 33 em-

ployed females, and 27 housewives and asked them to complete a two-day

time dairy and report the events they do during the week. The participants

were then interviewed and more information was collected from each of them.

As a result of their study, the difference between the amount of time that

males and females allocated for leisure were significant during the weekend

and men tend to experience more leisure time during the weekends. How-
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ever, males and females have equal leisure time on weekdays and there are no

gender differences. In addition to work and leisure, Dickstein (1978a,b) has

investigated the role of gender in experiencing death anxiety. In his experi-

ments, 71 men and 108 women were asked to answer questions that related

to the description of their image or depiction of their death. Based on the

results of his experiments, there are no sex differences in death anxiety. One

of the other personal concerns that have been studied is to measure gender

differences in religiosity. Francis (1991) used the Eysenck Personality Ques-

tionnaire (Eysenck (1975)) that was completed by 155 males and 97 females

to measure the level of religiosity between males and females. The results

showed that there are no gender differences between men and women in their

level of religiosity.

Drives. This psychological characteristic can be defined as a deter-

mined urge to attain a goal in psychology. In a research study conducted by

(Denzinger et al. (2016)), implicit motives including achievement, affiliation,

power, and intimacy between males and females have been investigated. As

a result of their study, men tend to seek more for achievement and power,

while women are more interested in seeking affiliation and intimacy motives.

Besides, Byrnes et al. (1999) were interested in measuring male and female

tendencies in risk-talking and comparing gender differences. For this purpose,

the authors conducted a meta-analysis over 150 studies that have compared

the tendency of men and women and found out that the level of risk-taking

among men is higher than women.
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2.3 Gender Biases in Information Retrieval

Systems

Recent studies in the field of Natural Language Processing (NLP) demon-

strate the prevalence of stereotypical gender biases in neural embeddings

(Bolukbasi et al. (2016); Zhao et al. (2018)). During the past years, the

emergence of the neural rankers has resulted in a dramatic shift from tra-

ditional Information Retrieval (IR) methods to neural ranking models that

leverage these neural embeddings for finding relevant documents (Nogueira

and Cho (2019)). Therefore, multiple researchers have also explored such bi-

ases in IR systems and proposed methods for mitigating these biases (Fabris

et al. (2020); Rekabsaz et al. (2021)).

In this section, we first go over the research works that have explored

gender biases within neural embeddings and explain the proposed methods to

mitigate the level of gender biases in the neural embedding vectors. Followed

by that, we elaborate on the emergence of these gender biases in information

retrieval systems and explain the state-of-the-art works that aim to diminish

the level of gender bias in information retrieval systems.

2.3.1 Gender Biases in Neural Embeddings

Neural embeddings are learned low-dimensional representations of words that

store the representational aspects of words as continuous vectors (Mimno and

Thompson (2017)). Since these neural embeddings are obtained by train-
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ing neural network models on a large amount of data such as BooksCorpus

and English Wikipedia, they may have captured gender stereotypes within

the documents in their representational aspects. Therefore, during the past

years, many researchers have started to study these biases and proposed

ways to diminish biases within neural embeddings. For instance, (Brunet

et al. (2019)) looked for the origin of these biases and found that the training

corpus that these word embeddings are trained based on, can play a signif-

icant role in transferring the biases to neural embeddings. To this end, the

authors use influence functions to detect when models’ learned parameters

are changed during training set manipulation. They can help to remove a

subset of the training set that contributes the most to the level of bias in

word embeddings. Considering the existence of gender biases within text cor-

pora, (Rekabsaz et al. (2018)) proposed a new method for measuring social

biases embedded in text corpora by using direct normalized co-occurrence

between words and their associated representative concept words. In an-

other study, Bolukbasi et al. (2016) highlighted the fact that sexism implicit

within pre-trained neural embeddings has the potential to pose the risk of in-

troducing different types of biases in practically deployed applications; hence,

reflecting gender stereotypes in real-time. They also proposed methods to-

wards debiasing these word representations for both binary and multiclass

bias attributes such as gender and ethnicity. In order to remove these biases

from word embeddings the authors used orthogonal projection that could

decrease gender biases while preserving important properties of word em-
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beddings. Zhao et al. (2018) showed that the existence of biases in the data

can directly affect downstream applications and are at the risk of being re-

inforced. In order to de-bias word embeddings, they proposed a method for

learning gender-neutral word embeddings that allocates specific dimensions

of the word embedding for storing the information related to gender and

makes the other dimensions of the vector gender-neutral. (Sun et al. (2019))

found that machine learning systems using neural embeddings can strengthen

the biases and discriminate against users unfairly, especially those who are

deprived of social groups. In summary, for the purpose of mitigating unin-

tended biases in word embeddings, they used data manipulation techniques,

namely data augmentation, gender tagging, and bias fine-tuning.

In addition to static word embeddings, Zhao et al. (2019) also quantified

and mitigated gender biases in dynamic word embeddings that generate em-

bedding vector for each word depending on the context that the word has

appeared in. For this purpose and in order to demonstrate that ELMo is ca-

pable of capturing gender biases in the text, the authors trained ELMo on a

training dataset that had an inclination towards the male gender. As a result

of their experiment, they empirically showed that when the ELMo model is

trained on a biased dataset it is capable of inheriting the gender biases en-

coded in the text. In order to mitigate bias, the authors used two different

techniques, namely data augmentation, and embedding neutralization, and

showed that this way they can reduce the level of bias in the embedding

vectors.
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2.3.2 Gender Biases in Retrieval Methods

There has also been growing awareness on how various forms of biases can

be introduced as a result of representational and algorithmic aspects of infor-

mation retrieval methods. For instance, Baeza-Yates (2018) outlined points

of entry from which biases such as gender biases can get transferred into the

web. According to their study, these biases can originate from neural models,

data, and user interactions and represent themselves in the final list of results

shown to the users. In another study, Gerritse et al. (2020) introduced differ-

ent types of biases that exist in conversational AI systems. They also stated

that reducing biases may be accompanied by the reduction of utility and

uses’ satisfaction. The existence of unidentified biases can leak and impact

the outcome of retrieval systems and potentially impact users by exposing

them to biased information that can in turn lead to stereotypical biases that

reinforce known yet unfair prejudices. In addition to conversational search,

many researchers have also explored the origins of biases in recommender

systems that can capture the biases in the training data and represent these

biases in their recommendation results. For instance, Edizel et al. (2020)

empirically showed that the biases that are in the data are captured by the

recommender system models and result in biased recommendations to the

users. Followed by that, they addressed the bias problem of recommender

systems by proposing a fairness constraint-based recommender system model

that mitigates the level of bias in the recommender system models.

Given the fact that gender biases can exhibit themselves within the re-
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trieved list of documents for a query, many researchers have also investigated

how different neural-based retrieval methods can intensify these biases. For

instance, Rekabsaz and Schedl (2020) examined the degree of gender biases

among several ranking passage retrieval methods. To this end, the authors

propose two classes of metrics for measuring gender bias based on the (i)

presence (boolean) and (ii) term frequency of gendered terms within a single

document. On this basis, the authors proposed the Average Ranking Bias

(ARaB) metric that considers the bias of each document and the ranking

of that document in the list for all the queries in the dataset. Followed

by that, the authors measured the level of biases using the ARaB metric

among different term-frequency-based and neural retrieval models. Their

study demonstrated that neural retrieval methods are highly biased towards

the male gender and the highest level of bias belongs to the BERT-Base rank-

ing model. More specifically, they found that the utilization of already biased

pre-trained embeddings including contextualized embedding models consid-

erably amplifies gender biases among the retrieved documents.

In another important study, Fabris et al. (2020) proposed a word gen-

deredness measure to create a model that can quantify how connected re-

trieved documents are with a given query through stereotypical words. In

order to measure the genderedness of a word, they used ten word pairs that

defined male and female genders such as (she, he). Followed by that, they

computed the difference between word embeddings of each pair and per-

formed the principal component to calculate the genderedness score of a

22



word by its scaler position in that space. As a result of their experiments,

the authors found that lexical, semantic, and neural information retrieval

models reinforce gender stereotypes in their retrieved results.

Showing that the gender biases are intensified by neural ranking mod-

els, Rekabsaz et al. (2021) proposed an AdvBert model which is a BERT

ranker model that leverage adversarial training technique in order to make

the output encoder of the BERT model unaware of the information related

to the gender inclination. To this end, the loss function of their proposed

model aims to increase the utility of the model, while reducing the infor-

mation needed to predict the gendered label inside the output encoder of

the BERT model. To investigate the performance of their proposed model,

authors measured the utility and the fairness on a set of queries and their

ranked list of documents and compared their model with other neural-based

and traditional retrieval methods. As a result of their experiments, the fair-

ness level of the ranked list of documents increased significantly compared

to competitive models. However, the drawback of their proposed model is

that reducing bias is accompanied by the cost of the utility and the effec-

tiveness of the model drops significantly. In addition,AdvBert introduces

new adversarial components within the BERT reranker loss function, requir-

ing structural changes in the architecture of the neural ranker. Such changes

may not be generalizable to other neural rankers that have alternative loss

functions.

23



2.4 Summary

In this chapter, we reviewed both psychology and sociology literature to

explore the gender stereotypes and biases that are prevalent in different do-

mains. In addition, we reviewed the state-of-art research works that have

investigated the existence of gender biases in neural embeddings as well as

information retrieval methods and their proposed approach for reducing the

level of gender biases.

In the following chapters, we focus on exploring biases within the rel-

evance judgment documents and different classes of information retrieval

methods and propose our methodologies for reducing the level of biases in

each of these information retrieval system components.
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Chapter 3

Gender Biases in Relevance

Judgment Datasets

In this chapter, we first aim to explore gender biases in the information re-

trieval relevance judgment datasets, also known as gold standard datasets,

in section 3.1. For this purpose, we use one of the large-scale passage col-

lection datasets, namely MS MARCO (Nguyen et al. (2016)), and propose

our methodology for measuring gender biases among its relevance judgment

documents. Based on our findings, we show that psychological gender biases

are prevalent among the relevance judgment documents of this dataset. Fol-

lowed by that, we propose a novel systematic approach for de-biasing these

relevance judgment documents in section 3.2. We demonstrate that when

neural ranking models are trained based on our proposed de-biased dataset,

the level of gender biases decreases while the retrieval effectiveness remains
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at a comparable level.

3.1 Exploring Gender Biases in Relevance Judg-

ment Datasets

In this section, we focus on exploring whether stereotypical biases exist within

the relevance judgment documents. Since the relevance judgment datasets

are created by experts, who were supposed to select the most relevant doc-

uments to a query, we argue that the stereotypical mental presumptions of

them may have had an impact on selecting relevance judgment documents.

Therefore, it is important to propose a methodology to detect if the gold

standard documents contain biases. For this purpose, we first offer an ac-

curate and well-validated query gender classifier that can be used to label

queries based on gender at scale. Followed by that, we leverage this classifier

to label the queries and identify their gender so as to be used to detect the

gender of their associated relevance judgment document. Finally, we study

potential biases at the level of gold standard relevance judgements through

widely adopted psychological characteristics and reveal that systematic biases

aligned with perceptual stereotypes exist within query relevance judgements.
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3.1.1 Methodology

We follow a three-staged methodological process in this section: (1) In order

to be able to determine query gender at scale, we benefit from the dataset of

gendered queries provided by Rekabsaz and Schedl (2020) to train a contex-

tualized classifier to predict query gender. Subsequently, the trained model

is used to label MS MARCO queries (Nguyen et al. (2016)) (c.f. Section

3.1.1.2). (2) Based on these classified gendered queries from MS MARCO, we

identify the associated relevant documents for each query and quantitatively

measure various psychological characteristics of each such document using

the well-established Linguistic Inquiry and Word Count (LIWC) toolkit (c.f.

Section 3.1.1.3). (3) We report on gender stereotypical biases in information

retrieval gold standards (query relevance judgements, i.e., qrels), which align

with well-documented perceived biases in the psychological literature (c.f.

Section 3.1.2). Please note that all of our the data, code and results are

made publicly accessible1.

3.1.1.1 Datasets

We use two datasets in this section. The first one consists of gender-annotated

queries and is used for training contextualized classifiers. The second dataset

consists of relevance judgment documents and is used for measuring gender

biases.

Dataset for query gender identification. We employed the dataset

1https://github.com/aminbigdeli/gender-bias-in-relevance-judgements
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Table 3.1: Sample of queries with their annotated class in the gender-
annotated dataset released by Rekabsaz and Schedl (2020).

Class Query

Neutral what is a synonym for beautiful

Female earliest pregnancy symptoms

Male where is martin luther king jr’s place

Other or Multiple Genders how long was shakespeare married to anne

introduced by Rekabsaz et al. (Rekabsaz and Schedl (2020)) to train query

gender classifiers. This publicly available gender-annotated dataset consists

of queries labeled by one of the following classes: 1) non-gendered (neutral),

2) female, 3) male, and 4) other or multiple genders. Each query in this

dataset has been labeled by 3 Amazon Mechanical Turk workers and using

majority voting one of the aforementioned categories is assigned as the class

of the query. Overall, The dataset consists of 742 female, 1,202 male, 1,765

neutral, and 41 Other or Multiple Genders queries. Table 3.1 shows one query

from each of the mentioned classes. Since the number of queries related to the

‘Other or Multiple Genders’ class is not sufficient for training a classifier, we

removed the 41 instances related to this class. In addition, we also benefited

from 32 pairs of gendered terms such as (he, she) released by the same authors

as extra data samples for training the contextualized classifiers.

Dataset for measuring bias. For the purpose of measuring bias in rel-

evance judgements, we adopted the queries in MS MARCO development set

(Nguyen et al. (2016)) that had at least one related human-judged relevance
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judgement document – equivalent to 51,827 queries. Note that, the queries

from Rekabsaz et al. (Rekabsaz and Schedl (2020)) were removed from this

dataset to avoid unintended leakage.

3.1.1.2 Query Gender Identification and Labeling

As the first step and in order to be able to label gendered queries at scale,

we employ the dataset released by Rekabsaz et al. (Rekabsaz and Schedl

(2020)) to train relevant classifiers. To this end, we use neural embeddings

for representing each query as a vector. The neural embeddings are the

vector representation of words that have the meaning of each word encoded

in to a n-dimensional vector. These embedding vectors contain interesting

geometric properties of words (Mimno and Thompson (2017)) in a way that

those terms that are similar to each other would have similar embedding

vectors too. It is also demonstrated that neural embeddings are capable

of capturing the semantic and syntactic regulation of words in themselves

(Mikolov et al. (2013b)).

In this thesis, We adopt two recent yet widely adopted techniques for this

purpose, namely dynamic embeddings and static embeddings. More specifi-

cally, dynamic embeddings include models such as BERT (Devlin et al. (2018)),

DistilBERT (Sanh et al. (2019)), RoBERTa (Liu et al. (2019)), and XLNet

(Yang et al. (2019)), which are pre-trained models that have been trained

on large corpora such as BooksCorpus and English Wikipedia. The BERT

model is a bidirectional transformer model for computing pre-trained word
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embeddings from unlabelled corpus by putting conditions on right and left

context. The BERT model is trained using two unsupervised tasks, namely,

masked language modeling and next sentence prediction. The DistilBERT

model leverages distillation technique for learning the distilled version of

BERT. Using this technique, while the DistilBERT model uses 40% less pa-

rameters compared to BERT, it can train faster and preserve 95% of BERT’s

performance. One of the limitations of the BERT model is that it ignores

the dependencies between masked tokens during masked language modeling

training strategy. In order to solve such a problem, the XLNet model uses an

auto-regressive language modeling technique. In addition to that, the XLNet

model uses more data and more powerful computational power for training

and can outperform BERT in 20 tasks related to Natural Language Processing

(NLP). The RoBERTa model is built on BERT language masking strategy and

tries to improve BERT performance by optimizing its hyperparameters. For

this purpose, the RoBERTa model is trained longer using more data and big-

ger batch size as well as larger sequence size. In addition, the next sentence

prediction task of BERT is removed and the masking pattern that is applied

to the input sequence changes dynamically.

For our work, we used the sequence classification class of BERT, DistilBERT,

RoBERTa, and XLNet that have a linear layer over the pooled output, which is

used to compute class likelihood scores. We used this fine tuning capability

of these models with a batch size of 16 and the Adamw optimizer with learn-

ing rate 2e − 5. We set the number of epochs to 10 for BERT, DistilBERT,
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RoBERTa and 20 for XLNet.

Unlike dynamic embeddings, static embeddings such as fastText (Bo-

janowski et al. (2017)) and Word2Vec (Mikolov et al. (2013a)) create a single

vector representation per token without regard for context. The Word2Vec

model uses an unsupervised training strategy for training a skip-gram archi-

tecture that takes the one-hot encoding of each word in the text and learns

to predict the words before and after the current word (focused word) with

a specific window size. One of the limitations of Word2Vec is that it does

not have vector representation for the words that are not present in the cor-

pus. The fastText leverages the N-gram technique to train the model on an

unlabelled large corpus and compute vector representation not only for the

words that are in the corpus but also for the ones that have not appeared in

the corpus.

In order to train a fastText model, we used pre-trained vectors based

on the Common Crawl dataset 2 and fine-tuned them based on the pair

of gendered terms and the queries from Rekabsaz and Schedl (2020). As

another model, we employed the pre-trained Google News Word2Vec model

and adopted the average of each query’s term vectors to represent the query.

Based on this, an SVM classifier with a polynomial kernel function was applied

to classify the queries.

In order to evaluate the performance of each of the classifiers mentioned

earlier, we adopt a 5-fold cross-validation strategy. As shown in Table 3.2, we

2https://bit.ly/3oBFTJ0
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Table 3.2: The accuracy and F1 score of each classifier by gender.

Category Classifier Accuracy
F1-Score

Female Male Neutral

Dynamic Embeddings

BERT (base uncased) 0.856 0.816 0.872 0.862

DistilBERT (base uncased) 0.847 0.815 0.861 0.853

RoBERTa 0.810 0.733 0.820 0.836

DistilBERT (base cased) 0.800 0.730 0.823 0.833

BERT (base cased) 0.797 0.710 0.805 0.827

XLNet (base cased) 0.795 0.710 0.805 0.826

Static Embeddings
Word2Vec 0.757 0.626 0.756 0.809

fastText 0.750 0.615 0.759 0.792

report the performance of each of the classifiers based on their accuracy score

and F1-score of each of the classes. Among all the classifiers, We find that

the uncased fine-tuned BERT model shows the best performance for query

gender identification by having the accuracy score of almost 86%.

Now, based on the best performing query gender identification model il-

lustrated in Table 3.2, we labeled all of the 51,827 queries in the MS MARCO

development set. In total, we ended up with 48,200 neutral queries, 2,222

male queries, and 1,405 female queries. We have shown some of the la-

beled queries in Table 3.3. As illustrated, when a query contains male or

female-related words, the classifier is capable of detecting the gender of the

query based on the gender of those words. After labeling all the queries,

in order to have a balanced setup, we retained all 1,405 female queries and

randomly selected 1,405 male and 1,405 neutral queries from the other two

classes. Finally, We utilized 1,405 queries in each class and their associated
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Table 3.3: Examples of query gender prediction by fine tuned BERT-base-
uncased. Male and Female related terms are highlighted in blue and red.

QID Query Predicted Gender

80095 can you take naproxen during pregnancy Female

14757 aimee osbourne net worth Female

189154 foods that can prevent prostate cancer Male

11251 adam devine net worth Male

40234 average percentage of accepted scholarships Neutral

relevance judgement documents to investigate the presence of stereotypical

gender biases.

3.1.1.3 Quantifying Psychological Characteristics

Our approach for quantifying bias is based on measuring different psycho-

logical characteristics of the relevance judgement documents associated with

each query. We expect the measures of psychological characteristics across

genders to align with findings from well-founded psychological experiments

and not to exhibit behavior consistent with stereotypical biases associated

with gender. To investigate this, we employ Linguistic Inquiry and Word

Count (LIWC) (Pennebaker et al. (2001)), a text analytics toolkit to com-

pute the degree to which different psychological characteristics are observed

in relevance judgement documents. Having this toolkit, We measure the

level of four psychological characteristics, namely affective processes, cogni-

tive processes, drive, and personal concerns within the relevance judgment
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Figure 3.1: Percentage of female and male affiliations in relevant documents
for each of the female, male and neutral query groups.The y-axis shows the
percentage of each characteristic across female, male and neutral query sets.

documents. We compare the level of psychological characteristics within the

relevance judgment documents associated with female and male queries to

investigate if biases are observed within these documents and report our

findings.

Before we present our findings, we would like to also benefit from LIWC

to validate the performance of our BERT-based gender classifier. LIWC can

be used to measure the male or female affiliation of a document. We measure

such gender affiliations through LIWC for all relevance judgement documents

associated with each gender group and report the percentage of gender affili-

ations related to each query gender type in Figure 3.1. This figure asserts the

efficiency of the BERT-based gender classifier as it shows that female queries

are primarily associated with documents that are affiliated with the female

gender while male queries are related to male affiliated documents. Further-
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more, neutral queries do not show affiliation with either gender. We consider

the consistent behavior between LIWC and the gender classifier as a sign of

the utility of the gender classifier as well as the appropriateness of LIWC to

be applied to such documents.

3.1.2 Results and Findings

During information processing, individuals might make observations that are

compatible with their stereotypical mental presumptions Ellemers (2018).

We are interested in exploring if such stereotypical biases are incorporated

into gold standard relevance judgments. This might pass biases onto retrieval

methods that are trained based on such relevance judgement documents.

Based on four categories of LIWC, we consider stereotypical biases relating

to affective processes, cognitive processes, drive and personal concerns.

Affective Processes are defined as the expression of positive and neg-

ative emotions by an individual. We visualize the degree of positive and

negative emotions expressed in relevance judgement documents associated

with gendered queries in Figure 3.2. As shown, the documents present a

similar degree of positive emotions regardless of the gender type of the query

they are associated with. However, when considering negative emotions, rel-

evance judgement documents that are related to female queries exhibit a

higher degree of negativity compared to male and neutral queries. To fur-

ther understand this, we explore the three sub-characteristics of negative

emotions as described in Pennebaker et al. (2001), namely anxiety, anger,
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Figure 3.2: Differences between the affective processes of relevance judge-
ments for different gendered queries. The y-axis is similar to Figure 3.1.

and sadness. We find that relevance documents associated with male queries

exhibit higher rates of anger whereas higher degrees of anxiety and sadness

are observed for documents associated with female queries. This implies that

stereotypical biases can be observed in gold standard relevance judgements

with regards to negative emotions of affective processes. It is worth men-

tioning that various studies (Milovchevich et al. (2001); Deffenbacher et al.

(1996)) have already shown that there are no systematic differences between

males and females as it relates to affective processes such as the experience

or expression of anger. Gao et al. (2020) also reported that there were no

significant gender differences in average depression and stress levels among

female and male students. While the study did find significant gender dif-

ferences in stress problems, it did report higher levels of anxiety for females
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Figure 3.3: Differences between the negative emotions of relevance judge-
ments for different gendered queries. The y-axis is similar to Figure 3.1.

consistent with the observations in Figure 3.3.

Cognitive processes are the higher-level functions of the brain and are

represented through characteristics such as insight, causation, discrepancy,

tentativeness, certainty, and differentiation within the LIWC toolkit. As

shown in Figure 3.4, documents associated with female queries show superior

degrees of cognitive capacity compared to those associated with male queries.

However, based on psychological literature, males and females share similar

cognitive abilities on most of the cognitive functions (Hyde (2016)). Vari-

ous researchers have argued that potentially observable differences between

the sexes relating to intellectual and cognitive functions can be attributed

to patterns of abilities as opposed to the overall intellectual function of each

gender (Hyde (2016); Collins and Kimura (1997); Mollet (2008)). Our ob-

servations show that there are implicit biases encoded within the relevance

judgment documents associated with gendered queries in terms of psycho-

logical expression of cognitive processes.
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Figure 3.4: Differences between the cognitive processes of relevance judge-
ments for different gendered queries. The y-axis is similar to Figure 3.1.

Personal Concerns such as work, leisure, home, money, religion, and

death are investigated, and the findings presented in Figure 3.5, reveal that

relevance judgement documents associated with male queries have a higher

degree of focus on personal concerns compared to female queries. This finding

is aligned with the literature when it comes to personal concerns for leisure.

The literature (Shaw (1985)) reports that the distribution of leisure time is

significantly impacted by gender, especially for the time allocated over the

weekend. However, social psychology research has shown that such differ-

ences do not exist in other aspects of personal concern such as death anxiety

and religiosity (Dickstein (1978a,b); Francis (1991); Deconchy (1973)). Fur-

thermore, the literature reports that although the number of females has in-

creased in the workplace and their presence in traditionally male-dominated

professions has grown, there are still descriptive gender stereotypes in envi-

ronments (Schein (2001); Heilman et al. (1995, 1989); Brenner et al. (1989);

Dodge et al. (1995)). Heilman (2012) also discussed that prescriptive and
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Figure 3.5: Differences between the personal concerns of relevance judge-
ments for different gendered queries. The y-axis is similar to Figure 3.1.

descriptive gender stereotypes result in gender bias in the workplace, which

are unfounded. We find that such stereotypical biases do exist in relevance

judgement documents and reflect biases that have been reported in the lit-

erature in the past.

Drives focus on characteristics of individuals that guide them towards

achieving goals or accomplishing milestones. According to Pennebaker et al.

(2001), drives can be defined with five key characteristics including affiliation,

achievement, power, reward, and risk avoidance. We find, as shown in Fig-

ure 3.6, that relevance judgement documents associated with male queries

express higher degrees of affiliation, achievement, and power compared to

female queries, while the inverse is observed for reward and risk avoidance

characteristics. These observations are supported by the literature that males

seek for power and achievement more than females, but contradict studies
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Figure 3.6: Differences between individuals’ drives of relevance judgements
for different gendered queries. The y-axis is similar to Figure 3.1.

that report higher degrees of affiliation for the female gender (Denzinger et al.

(2016)). In addition, Byrnes et al. (1999) have shown that males are more

likely to take greater risks compared to females, which is compatible with

our observations on degrees of risk avoidance. Similar to other psychological

characteristics, we find that differences can be observed regarding different

personal drive characteristics between relevance documents associated with

female and male queries. However, in this case, the differences are not due

to stereotypical differences and have already been shown in the related lit-

erature that such personal drive characteristics are observed in practice for

reasons such as physiological differences in gender. Having said that, we

argue that information retrieval methods should not take consideration of

gender psychological characteristics into account when retrieving documents

based on query gender. As such, ideally, no differences should be observed

over psychological characteristics for different gendered queries.
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3.2 De-Biasing Relevance Judgment Datasets

In the previous section, we empirically showed that stereotypical gender

biases are prevalent among the relevance judgment documents of the MS

MARCO (Nguyen et al. (2016)) dataset. Due to the fact that the neural-

based retrieval methods are trained and evaluated based on these sets of doc-

uments, the biases among relevance judgment documents can transfer into

the algorithmic aspects of neural ranking models. Therefore, in this section,

we propose a de-biasing methodology for relevance judgment documents.

Let Q = {q1, q2, ..., qn} be a set of n queries and Dqi = {d(qi)1 , d
(qi)
2 , ..., d

(qi)
m }

be the set of m retrieved documents by a first-stage retriever for query qi.

Also let R be a neural ranking model that takes the initial retrieved list

of documents for every query and generates ΨR = {DRq1 , .., D
R
qn}, that con-

sists of the re-ranked list of documents for each query. Our goal in this

section is to develop a de-biased version of the training dataset of relevance

judgements(Γ), as Γ′, which when used to train a neural re-ranker would

lead to a model that exhibits comparable retrieval effectiveness while reduc-

ing gender bias in the ranked list of documents. More formally, let R and

R′ be models trained on training datasets of relevance judgements Γ and

Γ′, respectively. Also, let ΨR and Ψ′R be the list of ranked documents for

every query by R and R′. The desirable outcome of our work is to develop

a de-biased Γ′ from Γ such that the following conditions hold:

Biask(Ψ
′
R) < Biask(ΨR) (3.1)
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and

1

|Q|
∑
q∈Q

Utility(DR
′

q ) ' 1

|Q|
∑
q∈Q

Utility(DRq ) (3.2)

Where Utility(DRq ) measures retrieval effectiveness of ranked list DRq for

the query q and Biask(ΨR) calculates the level of bias at cut-off k as intro-

duced by Rekabsaz and Schedl (2020). The advantage of having a ranked

list ΨR′ over ΨR is that users will be exposed to a less biased yet equally

relevant set of documents.

We propose our systematic approach for de-biasing relevance judgement

datasets in section 3.2.1. Followed by that, we show how combining our pro-

posed de-biased relevance judgement datasets with existing gold standard

relevance judgement datasets can lead to the training of less biased neural

rankers that have competitive retrieval effectiveness in section 3.2.3. We

conduct our experiments on the MS MARCO passage collection and specifi-

cally focus on gender biases. We use three widely adopted psychological and

stereotypical gender bias measurement methods to show the decrease in gen-

der bias happens effectively regardless of how such biases are measured. We

also report retrieval effectiveness of the trained models based on the standard

measure of effectiveness on the MS MARCO passage retrieval task, namely

MRR (Craswell (2009)) at rank 10, and show that neural rankers trained on

our de-biased dataset are able to maintain competitive retrieval effectiveness.
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3.2.1 Methodology

In this section, without discounting the impact of a multitude of variables

that can influence the bias of neural rankers, we focus on proposing a method

to systematically address the issue of gender biases in relevance judgement

datasets. Our hypothesis is that a given neural ranker trained on a de-biased

relevance judgment dataset has a lower likelihood of exhibiting biased re-

trieval performance. As such, we aim to de-bias relevance judgement datasets

through the inclusion of additional query and document pairs that balance

out the observed degrees of gender bias in the existing relevance judgement

dataset and hence allow the neural rankers to learn a balanced measure of

relevance without being inclined towards certain stereotypical gender biases.

In an ideal world, a relevance judgement dataset should be one that would

fully control for biases, such as gender biases, such that certain classes of in-

stances are not associated with higher degrees of (dis)advantage compared to

others. Specifically, in relation to gender biases, a suitable relevance judge-

ment dataset would be one that includes i) a comparable number of sim-

ilar queries from different gender identities, and ii) an equivalent number

of judged documents per query each of which has comparable yet minimal

degrees of stereotypical biases. However, we showed earlier that in practice

gender biases are prevalent in relevance judgement datasets, which can ex-

pose neural ranking methods to these biases during the training process. In

other words, the judged documents should not, for example, be negatively bi-

ased against a female celebrity compared to a male celebrity. However, given
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the way queries are selected for inclusion in datasets such as MS Marco and

the way relevance judgements were collected, such a balanced approach does

not currently exist.

The objective of our work is to systematically and automatically develop

a set of balanced query and relevance judgement pairs that can be used to de-

bias an existing relevance judgement dataset. We hypothesize that de-biasing

an existing relevance judgement dataset with controlled pairs of query and

relevant documents can lead to a consistent reduction in gender bias while

maintaining comparable levels of retrieval effectiveness. Developing a de-

biased relevance judgement dataset at scale cannot be easily accomplished

through crowdsourcing due to several reasons: (1) the collection of a large

number of judged queries by human participants is time-consuming, expen-

sive, and would need to be done for many different relevance judgement

datasets; and (2) given stereotypical biases, such as gender biases, may be

unconsciously embedded in the human participants beliefs, it is still possible

that the newly collected dataset still suffers from similar biases. For these

reasons, we propose an automated systematic method to de-bias existing rel-

evance judgement datasets. The idea of our approach is to automatically

generate unbiased sets of query and relevant document pairs that will be

added to existing gold standard relevance judgement datasets to reduce the

potential influence of existing biases in these datasets.

The overall steps of our approach for de-biasing relevance judgment datasets,

as shown in Figure 3.7, is as follows: We propose to systematically generate
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Figure 3.7: The overview of our proposed approach.

queries based on a collection of documents such that the generated query

maximizes the retrievability of the document given the generated query. As

such, the generated query and the document it was generated from can be as-

sumed to be a query and relevant document pair (Step 1 in Figure 1). Based

on a large document collection, we are able to generate a large set of query

and relevant document pairs. Now, using the query gender identifier intro-

duced in section 3.1.1.2, it is possible to label each of the generated queries

with a certain gender affiliation (Step 2 in Figure 3.7). Therefore, this will

provide a set of queries and their relevant documents and their associated

gender affiliations. It is then possible to group queries from different gender

affiliations with each other such that their relevant documents exhibit similar

characteristics (Step 3 in Figure 3.7). This is done in order to have compa-
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rable degrees of gender biases associated with the relevant document of the

queries from different gender affiliations. The set of queries in each group

are (1) from different gender affiliations, and (2) exhibit comparable levels of

bias (Step 4 in Figure 3.7). Our work proposes that it is possible to de-bias

an existing large-scale relevance judgement dataset, such as the widely used

MS MARCO dataset (Nguyen et al. (2016)), by adding sets of such groups of

queries to the relevance judgement dataset, leading to decreased bias in the

trained neural rankers without sacrificing retrieval effectiveness (Outcome

in Figure 3.7). The details of our approach are presented in the following

sections.

3.2.1.1 Generating Query-Relevant Document Pairs

The objective of our work is to de-bias a relevance judgement dataset by in-

troducing additional pairs of query and associated relevant documents that

are controlled by their degrees of gender bias. Therefore, we need to first au-

tomatically generate a set of queries and their associated relevant documents

(Step 1 in Figure 3.7). To this end, we adopt a translation approach that

translates a document into a query representation. Let D = {d1, d2, ..., dm}

be a dataset of m documents, we define a translation function T : D → Q in

order to transfer from the document space to the query space. With T , we

will be able to generate query representations for documents in D such that

each generated query would be able to efficiently retrieve the document it

was generated from. For instance, given a document ds, and the translation
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function T , we generate qds as follows:

qds = T (ds) (3.3)

In order to efficiently learn T , we train (more accurately, fine-tune) a

transformer model Vaswani et al. (2017) based on existing query-relevant

document pairs that are already available in a relevance judgement dataset

based on the following loss function:

L = −
N∑
i=1

logP (ti|t0:i−1, d) (3.4)

Let q = {t0, t1, ..., tN} be a query that consists of N tokens and d be the

relevance judgement document for q. Given the input sequence x, which is

the combination of the document (d) and previous tokens (t0:i−1), P (ti|x)

is the probability assigned to token ti at the i-th decoding step. In order

to maximize the log-likelihood of the training date, previous ground truth

tokens t<i are fed into the decoder at each decoding step for predicting the

next input and updating the hidden states of the model. Based on the as-

sociation between existing queries and their associated relevant documents,

the transformer will learn to generate queries for a newly observed document.

The details of the transformer architecture is provided in the implementation

details (c.f. Section 3.2.2.3). Such a fine-tuned transformer will act as T ,

which can generate a query per document in D.
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Now, given the large number of generated pairs of query and relevant docu-

ments, we need to selectively choose comparable queries from differing gender

classes. We recognize that gender identities go beyond a binary framework,

and in practice require careful treatment of a spectrum of gender identi-

ties, however, given the fact that existing datasets consist of binary gender

queries, without loss of generality, we build two classes of queries affiliated

with the male and female gender identities. Our approach is applicable to

a range of gender identities subject to the availability of associated queries.

We use the fine-tuned BERT gender classifier model to identify the gender of

queries generated by T . This allows us to associate each generated query

with a gender affiliation (Step 2 in Figure 3.7).

3.2.1.2 Balanced Query-Document Pairs

Given the generated query-document pairs with estimated gender affiliations,

we are interested in performing a controlled matching process with a bal-

anced representation of queries and documents from each gender affiliation

such that the matched queries exhibit comparable degrees of bias regardless

of their gender affiliation. To capture this, we assume, as suggested in the

literature (Ott et al. (2011); Li et al. (2014)), that each document can be char-

acterized through a set of psychological processes such as affective, cognitive,

and perceptual processes, to name a few. We let Ω = {ω1, ω2, ..., ωn} be the

set of such n psychological characteristics. These psychological characteris-

tics can be obtained through the widely-adopted and empirically-tested Lin-
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guistic Inquiry and Word Count (LIWC) toolkit (Pennebaker et al. (2001)).

Based on Ω, we build a vector representation for each document based on the

values of each psychological characteristic in that document (Step 3 in Fig-

ure 3.7). Formally speaking, the psychological characteristic representation

of document d is defined and denoted as:

Vd = [ω1(d), ω2(d), ..., ωn(d)], (3.5)

where Vd is an n-dimensional vector whose elements are values of psychologi-

cal characteristics in Ω. This representation is leveraged to effectively match

queries affiliated with different gender identities as follows. Assume that DF

and DM are the set of relevant documents affiliated with female and male

queries, respectively. We define the similarity of two documents du ∈ DF

and dv ∈ DM based on the distance of their psychological characteristic

representation as:

ρ(Vdu , Vdv) =
2 ∗ cos−1(cosine(Vdu , Vdv))

π
(3.6)

Where ρ(Vdu , Vdv) denotes the angular distance between the vector rep-

resentation of documents du and dv. Equation 3.6 allows us to identify com-

parable pairs of documents. Given the generated queries are associated with

the document they were generated from, there is a one-on-one correspon-

dence between each document and a query. As such, we are able to not

only match documents with similar psychological characteristics across gen-
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Table 3.4: Examples of paired gendered queries in our generated dataset.
Query terms with an inclination towards male or female attributes are high-
lighted in blue and red, respectively.

Ex. Generated
Query

Source Passage

P
ai

r
1

what are the pri-
mary male sex
hormones

In the male, the principal sex hormones are the androgens, of which testos-
terone is the most important. The androgens are steroid hormones pro-
duced mainly by the Leydig cells(interstitial cells located near the seminiferous
tubules) of the Testes.

which hormone
is required
to regulate
uterine cycle

The regulation of both the ovarian and uterine cycles is the function of sev-
eral gonadotropic and ovarian hormones. Among the most important of the
gonadotropins are luteinizing hormone (LH) and follicle stimulating hormone
(FSH), while the most crucial ovarian hormones are the androgens, estrogen
and progesterone.

P
ai

r
2

when to stop
getting acne in
boys

Boys start to get acne at the age of approximately 12 years, with a range of 9
to 15 years old. As most girls will attest, boys on average mature later than
girls. Early on in the onset of teen acne, the main lesions are blackheads and
whiteheads.

how long before
you can get
pregnant

Most couples can conceive in about a three month period of time. The factors
that can slow down the process include older age, medical conditions or lifestyle
habits that reduce fertility. Here is the average conception times: 30% of
couples get pregnant in one menstrual cycle

P
ai

r
3

average height of
an adult male

The average height for the adult male is roughly 5’9 historically. The tallest
man recorded being around 8’11 tall, and the shortest being around 1’10.5.
A chart outlining average male heights around the world is illustrated in the
following table.

average height
female

The average female height is roughly 5’4 historically-the tallest woman being
7’7.5 tall.A chart outlining average female heights around the world is illus-
trated in the following table average Male Height. The average height for the
adult male is roughly 5’9 historically. The tallest man recorded being around
8’11 tall, and the shortest being around 1’10.5 (who is also the shortest known
adult human).

P
ai

r
4

vess carlos
worth

$15 Million. Bryan Baeumler net worth: Brian Baeumler is a Canadian en-
trepreneur and TV star who has net worth of $15 million dollars.

lesley stahl net
worth

Lesley Stahl net worth: Lesley Stahl is an American television journalist who
has a net worth of $20 million dollars.Lesley Stahl was born in Lynn, Mas-
sachusetts, and went on to graduate from Wheaton College.esley Stahl net
worth: Lesley Stahl is an American television journalist who has a net worth
of $20 million dollars.

P
ai

r
5

can radia-
tion help with
prostate cancer

As with most prostate cancer treatments, external beam radiation therapy can
also cause side effects. The severity can depend on the type of radiation, dose
size, length of treatment and area of treatments.

does dhea help
estrogen

Combining DHEA and estrogen might cause symptoms of excess estrogen, such
as nausea, headache and insomnia. Lithium. Use of DHEA with lithium might
reduce the drug’s effectiveness.
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der affiliations but are also able to identify similar queries from across gender

affiliations. To this end, we identify a matching query for each query in one

gender identity with a query from another gender identity such that their

associated relevant documents’ psychological characteristics are most similar

to one another. This can be efficiently done by indexing all the documents

based on their psychological characteristics vector representation (Vd) and

retrieving pairs of documents that have the minimum distance from oppos-

ing gender identities through approximate nearest neighbor search (Step 4 in

Figure 3.7) as follow:

Vdu = arg min
d∈DM

ρ(Vd,Vdv) (3.7)

This approach will produce a collection of pairs of queries from differ-

ent gender identities that are associated with relevant documents that have

similar psychological characteristics. The benefit of this is that given the

queries from each gender identity are paired through a matching process, the

degree of bias exposed to each gender-affiliated query is no different than the

other and hence bias is controlled across gender affiliations. Table 3.4 offers

some sample generated query pairs that are matched based on their docu-

ments’ psychological characteristics. For instance, in the first sample that

the documents associated with male and female queries do not exhibit biases

towards a specific gender. Therefore, they can be considered as balanced

query-document pairs that might feed less psychological biases to neural
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rankers.

We propose that de-biasing existing relevance judgment datasets with

our developed sets of query-document pairs (Outcome in Figure 1) has the

potential to systematically control stereotypical gender biases. Further, we

hypothesize that not only does this approach lead to the reduction of gen-

der biases, but also has the possibility of maintaining comparable levels of

retrieval effectiveness as it still has access to the original query and relevant

document pairs from the base relevance judgement dataset.

3.2.2 Experimental Setup

3.2.2.1 Datasets

We use two different types of datasets in this section, namely, the MS MARCO

passage collection dataset, and query sets. We apply our de-biasing method-

ology on the relevance judgment documents of the MS MARCO passage

collection and create a de-biased version of that for training neural ranking

models. Furthermore, to investigate the level of gender biases, we use three

different query sets and measure the level of bias among their retrieved list

of documents.

MS MARCO Passage Collection Dataset. We conduct our experi-

ments on the MS MARCO (Nguyen et al. (2016)) passage collection dataset

that is released for training and evaluating the performance of the state-of-

the-art neural ranking models. This dataset consists of 8,841,822 passages,
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that are typical answers for questions and have a mean document length of

56.3. It also includes two sets of queries, namely, training set and develop-

ment set that consists of queries submitted by users into the Microsoft Bing

search engine. The training set of MS MARCO comprises over 500K queries

and the development set includes more than 50K queries. For each of these

queries, there is at least one document selected by human annotators as the

relevance judged document of the query that can best satisfy its information

need. The ratio of relevance judgment documents and queries is about 1.06,

which means that for each query there is only one relevant passage.

Due to the fact that neural ranking models require both positive (relevance

judged) and negative documents for each query at the training phase, MS

MARCO team has provided a triples file that consists of positive and neg-

ative documents for each query in the training set as a bunch of triple sets

(query, relevance judged document, negative document).

Query Sets. For the purpose of measuring psychological characteristics

among a set of gendered queries and investigating whether such psychological

characteristics have been impacted by our approach, we use the set of male

and female associated queries introduced in section 3.1.1.2. We also employ

two different datasets that consist of neutral queries to calculate the level of

gender bias among their retrieved documents. The first query set consists of

1765 neutral queries from a human-annotated dataset released by Rekabsaz

and Schedl (2020) that we introduced earlier in section 3.1.1.1. The second

dataset is introduced by a more recent work of Rekabsaz et al. (2021) that
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Table 3.5: sample of fairness-sensitive queries released by Rekabsaz et al.
(2021).

Query Category Domain

how important is a governor Career, Politics Work, Power

is a supervisor considered a manager Career Work

can the us president be reelected after two year Career, Politics Work, Power

us navy hair regulations Career Work, Power

when do babies start eating whole foods Social Inequality Time

consists of 215 socially problematic queries for which the queries are neutral

in nature, but the retrieved list of documents exhibits biases. As stated by

Rekabsaz et al. (2021) the meta-annotation of these queries is done by two

post-doctoral researchers who are experts in the field of bias and fairness

in computer science. We represent a sample of these socially problematic

queries along with their category and domain in Table 3.5. For instance,

considering the first query, how important is a governor, there are biases

related to the existence of gender stereotypes in career choice.

3.2.2.2 Bias Measurement

We adopt two strategies to measure gender biases and refer to these as proxy

measures of bias because while they have been used in the most recent pa-

pers on gender bias in information retrieval, they have not yet been empir-

ically or theoretically shown to be the best or at least reliable measures of

bias. i) This approach relies on measuring differences observed across pairs
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of gender-affiliated queries. Given a large number of gendered queries, the

average degree of observed biases over queries affiliated with different gender

identities should be comparable. Significant differences imply some form of

bias for or against queries in one gender identity. To do that, we rely on

the psychological characteristics associated with the retrieved list of docu-

ments for each gender-affiliated query. Given LIWC values, we measure the

difference between the psychological characteristics of queries affiliated with

different gender identities as a sign of bias towards certain gender identity. ii)

We also adopt the gender bias measurement strategy proposed by Rekabsaz

et al. Rekabsaz and Schedl (2020). In this approach, the bias is measured

over neutral queries and hence inclination towards any gender identity would

be a sign of bias. There are two metrics based on (1) presence (Boolean) and

(2) term frequency (TF) of gendered terms for measuring gender bias in a

document. The level of gender bias of a document d based on TF metric can

be defined as follows:

bias(d) =
∑

wm∈Vm

count(wm, d)−
∑
wf∈Vf

count(wf , d) (3.8)

Where Vm and Vf are vocabulary sets that are introduced by Rekabsaz

et al. (Rekabsaz and Schedl (2020)) associated with any gender identity,

e.g., male and female gender affiliations. The vocabularies consist of words

associated with a given gender and count(w, d) measures the frequency of

each word of the vocabulary in the document. Based on this, the level of
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bias within a ranked list of documents such as Dq for a query like q is defined

as:

Biask(Dq) =
1

k

k∑
j=0

bias(dj) (3.9)

Here, k ∈ [1, |Dq|] corresponds to the cut-off point in the ranked list of

documents for query q. Based on Equation 3.9, the authors further expand

the metrics over the retrieved list of documents for queries in the dataset by

proposing the Average Ranking Bias (ARaB) metric, which represents the

degree of bias in a ranked list of documents.

3.2.2.3 Implementation Details

In order to generate query from documents, we fine-tuned a T5 transformer

model as suggested by Nogueira et al. (2019). This model is fine-tuned based

on the relevant judgment query-document pairs (qrels) of the MS MARCO

training set. Furthermore, we estimate the gender affiliation of each query by

adopting the query gender identifier model introduced in section 3.1.1.2 on

the gender-annotated query datasets provided by Rekabsaz et al. (Rekabsaz

and Schedl (2020); Rekabsaz et al. (2021)).

Given the generated queries using the T5 transformer and estimated

query gender using the fine-tuned BERT, we produce 298,389 female, 460,776

male, and 8,056,297 neutral queries. Each query is associated with one rel-

evant judgment document which is used to generate the query from. Fur-

thermore, we produce document vectors (Vd) based on LIWC psychological
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characteristics, namely affective processes, cognitive processes, drives, and

personal concerns, and their subprocesses, which constitute a total of 22

sub-processes, thus, Vd is a vector of size 22.

Inspired by Ju et al. (2021), we de-bias the small training set of MS

MARCO with our generated query-document pairs using different ratios (i.e.,

0.05%, 0.15%, 0.25%, 0.35%). A 15% ratio, for instance, means that we aug-

ment the MS MARCO training set with an additional n query-document

pairs from our dataset where n equals to 15% of MS MARCO small training

set size. Based on the derived de-biased datasets, we leverage the BERT trans-

former model for passage ranking introduced by Nogueira et al. (Nogueira

and Cho (2019)) and train BERT-base-uncased on the original dataset, i.e.,

the small training set of MS MARCO, as well as the newly developed de-

biased datasets. At the training phase of a ranking model, the transformer

model aims to find a mapping between the query space and the document

space such that relevant documents are ranked in a higher position. This is

achieved by giving a relevance score to each query-document pair and rank-

ing all the query-document pairs according to their relevance score. To this

end, the first step is to tokenize all the queries and the documents in the

dataset. Followed by that, the special starting token of BERT ([CLS]), which

has shown to yield a reasonable representation of the whole sequence (Qu

et al. (2021)), allows to obtain an embedding vector eCLS for the input to-

kens, which is obtained when the query and the document are separated by

the special token [SEP ] and passed through the BERT model. eCLS is then fed
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into a single layer neural network to obtain the relevance score as the output.

We employ the OpenMatch Liu et al. (2021) toolkit to fine-tune the ranking

task with batch size of 64, learning rate of 2e-5, and epoch of 1. We also set

the max document length and max query length to 150 and 20, respectively.

Note that while the query-document pairs are included in our dataset, the

predicted gender affiliation of the queries are hidden as these were solely pre-

dicted based on a fine-tuned BERT model and may not be reflective of true

gender affiliations.

3.2.3 Results and Findings

In this section, we first investigate the impact of de-biasing on the original MS

MARCO dataset using the proposed approach on 1) retrieval effectiveness, 2)

the reduction of the proxy measures of gender bias are discussed, and 3) the

performance and the effectiveness of our model against the state of the arts.

It should be noted that statistical significance is measured using a two-tailed

paired t-test with α = 0.05.

3.2.3.1 Impact on Retrieval Effectiveness

The objective of our work is to reduce proxy measures of gender bias while

maintaining retrieval effectiveness. Therefore, we investigate how the same

model (Nogueira and Cho (2019)) will perform when it is trained on different

training datasets including the original MS MARCO small training set as well

the de-biased datasets with different ratios. We measure retrieval effective-
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Table 3.6: Model effectiveness on de-biased datasets. * indicates a statisti-
cally significant decrease in effectiveness.

Training Dataset Ratio MRR@10 Reduction(%)

Original Dataset - 0.3080 -

0.05 0.3100 0.65%
0.15 0.3039 -1.33%
0.25 0.3002 -2.53%

De-biased
Dataset

0.35 0.2905 -5.68%*

ness based on the 6,980 queries of the MS MARCO small dev set based on the

standard MS MARCO leaderboard metric, i.e., MRR@10. Table 3.6 shows

the results when the model is trained based on different datasets. The ratio

is increased until the retrieval effectiveness of the model dropped significantly

below the performance of the model that was trained on the original dataset.

It is expected that as the ratio increases, the retrieval effectiveness of the

model drops gradually. This is due to the fact the introduced synthetic pairs

are not as effective as the pairs in the original dataset for training the model

to learn query-document relevance. The table corroborates this in terms of

MRR values and shows that with the increase in the ratio of de-biased data,

the retrieval effectiveness of the model decreases. On the other hand, it is

expected that a larger ratio of de-biased data leads to a higher drop in bias.

Therefore, it is preferable to include as much synthetically generated pairs

as possible to achieve the highest bias reduction. The maximum ratio that

would allow us to maximize the reduction of bias while maintaining a com-

parable degree of retrieval effectiveness is when the ratio is 25% (note that

the performance becomes statistically lower than the trained model on the
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original dataset when the ratio is 35%). Therefore, we employ this ratio to

the rest of our experiments.

3.2.3.2 Impact on Proxy Measures of Gender Bias

In this section, we investigate the impact of our de-biasing dataset process

in terms of the reduction of the proxy measures of gender bias.

Bias observed on gender affiliated queries. In order to compute

bias by comparing the measurements of psychological characteristics between

queries affiliated with different gender identities, we adopt the 1405 female

queries and the 1405 male queries from the previous section (Section 3.1.1.2)

and calculate the psychological characteristics observed in the ranked list of

the trained model on the original MS MARCO dataset and the 25% de-biased

dataset. Table 3.7 shows the results of bias reduction in terms of different

LIWC characteristics. As shown the model trained on the de-biased dataset

substantially reduces the differences in terms of psychological characteristics

between the queries in the different gender identities. This asserts that when

a neural ranker is trained on the de-biased dataset, the ranked list includes

documents with comparable psychological characteristics for queries affiliated

with either gender identity.

It is worth mentioning that a higher reduction in the differences between

the gender identities, in Table 3.7, is a positive indication of the success to

bridge the gap between the representation of psychological characteristics in

retrieved documents with respect to the gendered queries. As illustrated, the
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Table 3.7: Impact of training on de-biased dataset on the difference in psy-
chological characteristics of gender-affiliated queries.

Training Dataset
Affective

Processes

Cognitive

Processes
Drives

Personal

Concerns

Female

Queries
0.0315 0.0725 0.0545 0.0600

Male

Queries
0.0290 0.0521 0.0641 0.0829Original

Dataset

Difference 0.0025 0.0204 0.0095 0.0229

Female

Queries
0.0304 0.0730 0.0536 0.0546

Male

Queries
0.0288 0.0563 0.0624 0.0747De-biased

Dataset

Difference 0.0016 0.0167 0.0088 0.0201

Reduction (%) 36.00% 18.13% 7.37% 12.22%

reduction is observed in all the psychological processes.

Bias observed on neutral queries. The second approach to observe

the impact of the proposed de-biased dataset on the bias of the retrieved

documents is to measure the gender inclination of retrieved documents for

neutral queries. Table 3.8 reports the level of gender inclination among the

first top-10 ranked list of documents for neutral queries using both classes of

ARaB metric proposed in Rekabsaz and Schedl (2020). As shown, the bias

among the ranked list of documents for neutral queries decreases significantly

when they are retrieved by the model trained on the de-biased dataset. This

significant decrease is consistent across all the datasets in terms of Boolean
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Table 3.8: The impact of training BERT-base-uncased on the de-biased
dataset on proxy measures of gender bias based on different neutral query
sets. Reduction(%) values are computed based on actual metric values, while
the metric values are rounded to three decimal points and reported in this
table.

Query

Set

Training

Set

TF ARaB Boolean ARaB LIWC

value Reduction value Reduction value Reduction

QS1

Original

Dataset
0.072 - 0.059 - 0.011 -

De-biased

Dataset
0.059 18.05% 0.049 -16.95% 0.011 5.98%

QS2

Original

Dataset
0.029 - 0.017 - 0.006 -

De-biased

Dataset
0.019 34.48% 0.011 -35.29% 0.005 16.67%

and Term Frequency ARaB measures.

To validate our findings, we use the capability of the LIWC toolkit and

measure the difference between the male and female affiliation for the top-10

ranked list of documents to measure the degree of gender inclination. The

results are presented in the last column of Table 3.8. As illustrated, the

reduction of bias associated with gender affiliation computed by the LIWC

toolkit is consistent with both ARaB measures. According to Table 3.8, the

proposed de-biased dataset for training neural ranking models reduces gender

bias among the retrieved list of documents for neutral queries. Furthermore,

the percentage of reduction is higher on QS2 as this set is related to so-

cial problematic contexts, thus the retrieved documents have the potential
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Table 3.9: Comparative analysis between the utility of BERT-Tiny trained
on our de-biased dataset and AdvBert-Tiny (Rekabsaz et al. (2021)).

Utility
Query Set Training Set

MRR@10

Original Dataset 0.175

De-biased Dataset 0.163

QS2

(Rekabsaz et. al

2021) AdvBert 0.136

Table 3.10: Comparative analysis between the TF ARAB metric of
BERT-Tiny trained on our de-biased dataset and AdvBert-Tiny (Rekab-
saz et al. (2021)).

TF ARaB
Query Set Training Set

value Reduction(%)

Original Dataset 0.036 -

De-biased Dataset 0.014 61.11%

QS2

(Rekabsaz et. al

2021) AdvBert 0.025 30.56%

of intensifying gender norms and stereotypes (the 215 neutral queries from

Rekabsaz et al. (2021)).

3.2.3.3 Comparative Analysis

We compare our work with the state-of-the-art method, known as AdvBert

Rekabsaz et al. (2021), that proposes an adversarial approach to reduce bias

in neural rankers. We also adopt the BERT-Tiny model Turc et al. (2019)

and train it based on the method proposed by the authors over the original

MS MARCO dataset. We additionally, train the same BERT-Tiny model

without adversarial training on the original MS MARCO dataset as well as
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Table 3.11: Comparative analysis between the Boolean ARAB metric of
BERT-Tiny trained on our de-biased dataset and AdvBert-Tiny (Rekabsaz
et al. (2021)).

Boolean ARaB
Query Set Training Set

value Reduction(%)

Original Dataset 0.030 -

De-biased Dataset 0.017 43.33%

QS2

(Rekabsaz et. al

2021) AdvBert 0.024 20.00%

our proposed de-biased dataset. We report the results on QS2 query set

only because the AdvBert model is not available on QS1. As shown in

Table 3.9, We report the utility of these models on QS2. We observe that,

our approach outperforms AdvBert in terms of retrieval effectiveness. This

confirms that the proposed approach maintains retrieval effectiveness while

reducing gender bias. In addition, we also report the proxy measures of

gender bias based on TF ARaB, Boolean ARaB, and LIWC for the three

models on QS2 in Tables 3.10, 3.11, and 3.12, respectively. In Tables 3.10

and 3.11, it can be seen that our proposed approach shows consistent superior

performance over AdvBert in both variations of the ARaB metrics. On the

other hand, when comparing the degree of gender bias reduction based on

the LIWC-based gender affiliation in Table 3.12, we find out AdvBert has

a higher degree of bias reduction but this achieves at the cost of retrieval

effectiveness.
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Table 3.12: Comparative analysis between the LIWC metric of BERT-Tiny

trained on our de-biased dataset and AdvBert-Tiny (Rekabsaz et al.
(2021)). Reduction(%) values are computed based on actual metric values,
while the metric values are rounded to three decimal points and reported in
this table.

LIWC
Query Set Training Set

value Reduction(%)

Original Dataset 0.005 -

De-biased Dataset 0.005 11.11%

QS2

(Rekabsaz et. al

2021) AdvBert 0.005 14.81%

3.3 Summary

In this chapter, we investigated gender biases in the information retrieval

relevance judgement datasets. We did this by first proposing a query gen-

der identifier that can detect the gender of the queries at scale. Having

the gender of each query, we then identified the gender of each of the rele-

vance judgement documents associated with each of those queries. Finally,

we measured different types of psychological characteristics within relevance

judgment documents associated with male and female queries and found that

gender biases are prevalent in relevance judgements across a range of psy-

chological processes. The existence of these biases in relevance judgment

documents can transfer stereotypical gender differences into neural ranking

models that are evaluated based on them. Therefore, it is important to find

a way to de-bias this set of documents. In order to that, we proposed an

approach to de-bias large-scale relevance judgement datasets to systemati-

cally reduce stereotypical gender biases that are learned by neural rankers.
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For this purpose, we first generated a query representation for all the doc-

uments in the collection using a transformer model and then labeled those

queries using the gender classifier model to identify the gender of the each

query-document pair. Followed by that, we represented each document based

on its psychological characteristics vector in a vector space and balanced

query-document pairs based on their psychological characteristics. Finally,

we augmented these generated balanced pairs of query-document pairs from

different gender identities with the original training set and train different

neural ranking models based on them. Our results showed that the de-biased

version dataset is capable of reducing the level of biases significantly while

maintaining a comparable level of utility.
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Chapter 4

Gender Biases in Retrieval

Methods

In this chapter, our goal is to reduce gender biases within different types

of retrieval methods including term-frequency-based and neural-based meth-

ods. To this end, we propose a bias reduction approach for mitigating the

level of gender bias within Ad hoc retrieval method in section 4.1. Followed

by that, we introduce a bias reduction strategy for restraining the level of

gender biases that is applicable across different neural ranking models in sec-

tion 4.2. One of the most important aspects of our proposed bias reduction

methodologies is that they can significantly mitigate the level of gender bi-

ases without reducing the retrieval effectiveness of the methods. As a result,

our proposed strategies are capable of exposing users to a less biased ranked

list of documents while maintaining users satisfaction.

67



4.1 Mitigating Gender Biases in Ad hoc Re-

trieval Method

In this section, we propose an approach for reducing bias in the ad hoc

retrieval method. As introduced earlier, the ad hoc retrieval task is can be

defined as a process of retrieving a ranked list of relevant documents for a

query q. We are interested to see if there exists a possible revision to a query

q that will lead to reduced bias while maintaining (or possibly increasing)

utility. We hypothesize that one way to avoid a tradeoff between bias and

utility is to identify a revised query for q, i.e., q′, such that q′ has at least

the same utility as q but results in a less biased ranked list of documents.

In order to explore whether a revised query such as q′ exists, we show how

q can be revised using a bias-aware pseudo-relevance feedback method that

explicitly considers bias when revising the original query. On this basis, we

answer three Research Questions (RQ) in this section: (RQ1) Is it possible

to revise an initial query such that it maintains at least the same degree of

utility while significantly reducing bias? (RQ2) Are potential reductions in

bias as a result of revising q consistent across different quantitative measures

for bias? (RQ3) Do the characteristics of a revised query substantially differ

from that of the original query when optimized for lower bias even if the same

levels of utility are maintained?

We conduct our experiments on four well-known TREC corpora namely

Robust04, Gov2, ClueWeb09, and Clueweb12, and their associated topics.
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As a result, we find that it is possible to systematically revise an input query

so that it maintains the same utility while substantially reducing bias in the

retrieved list of documents.

4.1.1 Methodology

The main hypothesis behind our proposed methodology for decreasing bias

in ad hoc retrieval method is that having a revised version of the input query

q, such as q′, that is less biased compared to the q can maintain the same

degree of utility but significantly decreases bias in the retrieved ranked list

of documents. In this section, we propose a simple yet quite effective strat-

egy for revising a query based on bias-aware pseudo-relevance feedback.

In essence, a Pseudo-Relevance Feedback (PRF) strategy revises the origi-

nal query by expanding it using the most informative terms extracted from

the top-k retrieved documents by the original query (Xu and Croft (2017);

Xu et al. (2009); Lee et al. (2008); Roy et al. (2019)). The top-k retrieved

documents are obtained based on their relevance to the original query as de-

termined by the retrieval method. We argue that it is possible to reformulate

the query revision strategy based on PRF such that it is not solely dependent

on the relevance of the top-k retrieved documents to the original query but

also cognizant of the degree of bias exposed by each of the top-k documents.

We hypothesize that by considering the degree of bias of the documents

when choosing the top-k documents to be considered as the pseudo-relevant

feedback set, we reduce the likelihood of choosing terms that have bias. Sim-
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ply put, the inclusion of less biased documents in the pseudo-relevant feed-

back set will decrease the likelihood of choosing biased terms to be included

in the revised query q′. As a consequence, a less biased q′ is likely to show a

higher degree of relevance to less biased documents, and therefore, lead to a

less biased ranked list of documents.

Let us now formalize our bias-aware pseudo-relevance feedback strategy

for generating a revised query q′. We assume that a retrieval method M

retrieves a ranked list of documents from the collection C based on their

relevance to a query q. We refer to the set of retrieved documents for query

q as Dq. A pseudo-relevance based strategy would select terms from Dq to

be used for developing q′. However, in our work, we revise the rank order of

the documents in Dq such that the revised ranking explicitly considers the

degree of bias exposed by each document in Dq. We rerank Dq such that the

relevance of each document to q and the bias of each document is taken into

consideration in tandem. More specifically:

Reldebiased(d) = (1− λ)Rel(d)− λBias(d) (4.1)

where d ∈ D, Rel(d) is the relevance document d to query q, Bias(d) is some

measure of bias computed for document d and λ is a linear interpolation

coefficient. Since lower values of Bias(d) are desirable, they are subtracted

from Rel(d).

Based on Equation 4.1, the initial ranked list of document Dq is re-ranked
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based on Reldebiased(d) producing a new ranking for the top-k documents,

which we refer to as Ddebiased
q . Given the re-ranked list of documents, and

in order to develop the revised query q′, we adopt the RM3 strategy, which

is one of the most well-known adaptations of the pseudo-relevance feedback

framework for query expansion (Abdul-Jaleel et al. (2004); Lavrenko and

Croft (2017)) and has shown outstanding effective and robust performance

across various corpora and queries (Yu et al. (2019); Tamannaee et al. (2020);

Lv and Zhai (2010)). In order to develop q′, we select and expand q with

those top-n terms that have the highest score as follows:

Scoret =
∑

d∈Ddebiased
q

(P (t|d)log
P (t|d)

P (t|C)
) (4.2)

Now, each term w in the original query and the selected top-n expansion

terms are weighted as follows:

Wdebiased(w, q) = αP (w|q) + (1− α)P (w|Ddebiased
q ) (4.3)

where α ∈ [0, 1] and P (w|Ddebiased
q ) is defined as:

P (w|Ddebiased
q ) =

∑
d∈Ddebiased

q

P (w|d)
∏
t∈q

P (t|d) (4.4)

The proposed strategy for developing the revised query q′ is likely to

reduce bias in the final list of ranked document for two main reasons: (1) it
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retrieves terms to be included in the revised query from a list that has been

re-ranked by considering the bias of each document; therefore, reducing the

chances of including biased terms in the top-n expansion terms, and (2) it

weighs the terms in the query and the top-n expansion terms based on their

likelihood to appear in Ddebiased
q as captured in Equation 4.4. As such, even

if biased terms do appear in the final composition of the query, it is unlikely

they would receive a higher weight compared to less biased terms in q′.

4.1.2 Experimental Setup

4.1.2.1 Datasets

We employ four different corpora, namely, Robust04, Gov2, ClueWeb09 (i.e.,

CW09), and ClueWeb12 (i.e., CW12) and their TREC queries: 301-450 and

601-700 for Robust04, 701-850 for Gov2, 1-200 for ClueWeb09, and 201-300

for ClueWeb12. The number of documents in each of these corpora are as

follows: 0.5M documents for Robust04, 25M documents for Gov2, 34M for

ClueWeb09, and 52M documents for ClueWeb12.

4.1.2.2 Bias Metrics

In order to measure the degree of bias for each document as required by

Bias(d) in Equation 4.1, we employ two strategies. In the first strategy,

we employ the metrics proposed by Rekabsaz et al. (Rekabsaz and Schedl

(2020)) that we introduced in section 3.2.2.2. In the second strategy, we

72



adopt the LIWC Pennebaker et al. (2001) toolkit to measure male and female

affiliation within a document based on LIWC’s male and female references.

We adopt these two non-overlapping strategies to show that our findings are

not prejudiced towards a certain definition of bias.

4.1.2.3 Implementation Details

We implement our work based on Anserini (Yang et al. (2017)). We adopt the

tuned BM25 implementation for each corpus from Anserini. The base RM3

query expander is also adopted from this library with top-k and top-n set to

10, and α = 0.5. We implement and incorporate both measures of bias for

our bias-aware pseudo-relevance feedback in Anserini. We note that all our

code and the results of our runs on all four corpora are publicly available1.

The values of the interpolation coefficient (λ) in Equation 4.1 are selected

from [0,1] with 0.1 increments and reported in our Github repository. We

note that while our results are consistent for all values of λ, we resort to

reporting the results for [0,0.5] in this thesis, all other results are available

online2.

4.1.3 Results and Findings

We structure our findings based on our three research questions introduced

earlier. We note statistical significance is measured based on a paired t-test

1https://github.com/aminbigdeli/bias-aware-PRF
2https://github.com/aminbigdeli/bias-aware-PRF/tree/main/results
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Figure 4.1: The impact of our proposed approach on utility (map).

with α=0.05.

4.1.3.1 RQ1: Utility-Bias Tradeoff

In the first research question, we empirically explore the tradeoff between

bias and utility and examine whether it would be possible to revise the initial

query in a way that utility is maintained while significantly reducing bias. We

adopt mean average precision (map) (Zhu (2004)) as the measure for utility

and term-frequency version of the ARaB metric proposed by Rekabsaz et al.

(Rekabsaz and Schedl (2020)) as the measure of bias of a ranked list. We

report our findings at rank 10 of the retrieved ranked list of documents (other

ranks are available in the Github repository) in Figures 4.1 and 4.2. Figure
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0 0.1 0.2 0.3 0.4 0.5
GOV2 0% 31% 63% 71% 88% 122%
CW12 0% 19% 33% 54% 83% 84%
CW09 0% 12% 16% 25% 40% 57%
ROBUST04 0% 9% 18% 24% 34% 42%
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Figure 4.2: The impact of our proposed approach on bias (ARaB).

4.1 depicts the impact of our work on utility and Figure 4.2 illustrates the

impact on the level of bias. In both of the figures, the x-axis represents the

impact of the interpolation coefficient λ such that λ=0 is equivalent to the

base pseudo-relevance feedback method since the impact of bias measurement

in Equation 4.1 is canceled out in this case. As shown in Figure 4.1, regardless

of the value of λ, the value of map does not experience any statistically

significant changes as a result of the inclusion of the bias term in Equation 4.1.

However, as shown in Figure 4.2, the degree of bias of the retrieved ranked

list of documents reduces significantly with the increase of λ starting from
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Figure 4.3: The impact of our approach on utility and bias.

λ=0.1. In other words, the figures show that it is possible to revise the initial

query q such that the utility of retrieval is maintained while significantly

reducing the bias of the retrieved list of documents. For instance, the least

amount of decrease in bias was observed on the Robust04 dataset, which

was 29.48%. This is equivalent to at least one third reduction in bias, in

a statistically significant way, which is an important achievement. The best

reduction on bias was observed on Gov2 with 55.01%. This indicates that bias

was reduced to half as a result of our proposed approach while maintaining

the same degree of utility. The impact of our proposed approach is further

visualized in Figure 4.3 where map has been maintained while the degree of

bias has been significantly reduced on all corpora.
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Finally, to show that the proposed approach has been able to consistently

reduce bias on a wide range of queries, we report the degree to which bias was

reduced on a per-query basis across all corpora in Figures 4.4 to 4.7. These

figure show how much bias was positively or negatively impacted by the pro-

posed approach when compared to the baseline PRF method. Positive values

show how much the proposed approach was able to reduce bias compared to

PRF and negative values show the inverse. The four figures show that in

the majority of the cases, our approach was able to improve bias compared

to PRF. As shown in Figure 4.4, the most number of improved queries were

seen on Robust04 where 78% of queries were improved compared to only 18%

that were hurt. In addition to Robust04, as we can observe in Figure 4.5, for

ClueWeb09 57% of the queries were improved while only 25% were negatively

impacted and 18% were tied. Taking into account the Gov2 corpus, it can

be observed that for 64% of the queries the level of bias has increased, while

for 20% of them the bias has increased (Figure 4.6). Finally, for ClueWeb12,

we can observe that the level of bias among 63% of the queries is improved,

while the negative impact is observed for 27% of the queries of this corpus

(Figure 4.7).

4.1.3.2 RQ2: Bias Evaluation using Different Metrics

One important consideration in the findings in RQ1 could be that the signif-

icant reductions observed in the bias metric could be due to the fact that it

has been indirectly controlled for in Equation 4.1.
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In order to explore whether bias has actually been reduced systematically in

the retrieved list of documents, we measure the degree of bias using another
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Table 4.1: Bias measurements using ARaB and LIWC-based metrics across
Robust04 and Gov2.

Robust04 Gov2

ARaB ARaBMethod

TF Boolean
LIWC

TF Boolean
LIWC

BM25 0.61 0.35 0.48 0.33 0.14 0.07

PRF 0.61 0.34 0.45 0.39 0.11 0.07

Our Approach 0.43 0.27 0.34 0.18 0.07 0.05

Decrease in Bias (%) 29.5 20.6 24.4 53.8 36.4 28.6

completely independent measure of bias using the Linguistic Inquiry and

Word Count (LIWC) (Pennebaker et al. (2001)) toolkit which measures bias

as the degree to which male and female affiliations are observed within a

document based on psychometric properties offered in its dictionary. We

also report the boolean version of the ARaB metric in addition to its term-

frequency variation that was used in RQ1. Tables 4.1 and 4.2 summarizes the

results on all the three bias metrics across the four corpora. The results show

that regardless of the metric used to measure the bias of the retrieved ranked

list of documents, bias is decreased significantly on all the three bias metrics.

The percentage of decrease in bias is consistent across all metrics and always

statistically significant. This shows that our approach systematically reduces

bias even when measured on a different bias metric than the one considered

in Equation 4.1.
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Table 4.2: Bias measurements using ARaB and LIWC-based metrics across
ClueWeb09 and ClueWeb12.

CW09 CW12

ARaB ARaBMethod

TF Boolean
LIWC

TF Boolean
LIWC

BM25 0.23 0.08 0.05 0.40 0.14 0.19

PRF 0.22 0.07 0.07 0.42 0.10 0.2

Our Approach 0.14 0.06 0.04 0.23 0.05 0.13

Decrease in Bias (%) 36.4 14.3 42.9 45.2 50.0 35.0

4.1.3.3 RQ3: Revised Query Characteristics

In this research question we are interested in investigating how the character-

istics of a query undergo changes when revised for the purpose of retrieving

a less biased set of documents. We analyze such changes from both quan-

titative and qualitative perspectives. From a quantitative point of view, we

compare the revised queries based on our approach with the queries from the

base pseudo-relevance feedback model from two angles: (1) the set of terms

that appear in the revised queries: we report the number of biased terms

appeared in each set of expanded terms that are added to the original query,

and (2) the weights assigned to query terms: we compute the sum of the

weights assigned to the biased terms that are used to expand the original

query. The list of biased terms are those suggested by Rekabsaz et al3.

Tables 4.3 and 4.4 report both of these measures for all the revised queries

3https://github.com/navid-rekabsaz/GenderBias_IR
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Table 4.3: The number and weight of biased terms in the revised queries
across Robust04 and Gov2.

Robust04 Gov2Bias

metric PRF Ours ∆% PRF Ours ∆%

ARaB 65 49 -25% 16 5 -69%
Number of Biased Terms

LIWC 69 54 -22% 24 10 -58%

ARaB 3.84 2.72 -29% 1.42 0.79 -44%
Sum of Biased Term Weights

LIWC 4.22 3.08 -27% 1.8 1.02 -43%

Table 4.4: The number and weight of biased terms in the revised queries
across ClueWeb09 and ClueWeb12.

CW09 CW12Bias

metric PRF Ours ∆% PRF Ours ∆%

ARaB 17 14 -17% 11 8 -27%
Number of Biased Terms

LIWC 624 19 -21% 15 11 -27%

ARaB 2.2 1.85 -16% 0.99 0.84 -15%
Sum of Biased Term Weights

LIWC 2.34 1.96 -16% 1.71 1.54 -9%

in all four corpora. Both of the tables show that both the number and

the weight of biased terms have significantly reduced in the revised queries

developed by our proposed approach. This supports our initial hypothesis

that a reduction in the bias of the revised query will lead to a reduction in

the bias of the retrieved list of documents. This is especially notable as it

shows that the use of the biased terms did not necessarily contribute to an

improved utility (Figure 4.3) but did lead to an increasingly biased retrieval.

To provide qualitative insight on the revised queries, we selected several

sample queries from our query collections and showed the revised queries
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Table 4.5: Qualitative comparison of the revised queries. Darker colors de-
note a higher weight of biased terms.

Original Query PRF Our Approach

anorexia nervosa bu-
limia

spell anorexia movi nervosa opiat
teen she her bulimia tobacco
diet seri

anorexia japan nervosa opiat your
teen research studi eat bulimia to-
bacco diet

Cult Lifestyles student krishna kim chilton
lifestyl she mother cult her
car pension

student di krishna mambro
lifestyl she cult her campu car
pension

History of Physicians
in America

societi bibliographi, black my
america york medicin physician
histori press women

medicar black ohio my americai
Insur journal african physician w1
histori

american muslim
mosques schools

mosqu muslim american wahhabi
my saudi america religion islam
school he

mosqu muslim american my per-
cent america religion countri is-
lam school religi he

symptoms of heart at-
tack

pain chest medic diseas blood
heart panic symptom attack
women

treatment pain pressur diseas
blood stroke heart panic symp-
tom attack sudden

weather strip door bottom girl cheroke strip
caulk jeep weather cme replac

door channel seal presen chanc
strip stop weather cme bogen

in Table 4.5. The selected samples represent how our revised queries differ

from the baseline revised queries in two aspects: (1) there are cases where

the baseline revised queries have introduced additional biased terms to the

query, which do not appear in our revised queries. In such cases, the bi-

ased terms do not seem to be necessary for the sake of the retrieval. For

instance, for the ‘symptoms of heart attack’, the baseline method adds the

biased word ‘women’ to the query, which does not appear in our revised

query. (2) there are other cases where biased terms do appear in both forms

of the revised query but the weights of these terms are different where the
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weights associated with biased terms in our approach are lower. We indicate

the weight differences based on color encoding. For instance, for the ‘cult

lifestyles’ query, the baseline adds the biased terms ‘she’, ‘mother’ and ‘her’

but our method does not include the term ‘mother’ and only includes two bi-

ased terms ‘her’ and ‘she’. In addition, the weights associated with these two

biased terms are much lower in our revised query compared to the baseline.
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4.2 Restraining Gender Biases in Neural Rank-

ing Models

In this section, we focus on reducing the level of stereotypical gender biases

within another class of retrieval methods which are neural ranking models.

To this end, we propose a systematic negative sampling strategy, which ex-

poses the neural ranking models to the representations of gender biases that

need to be avoided when retrieving documents. We then empirically show

that state-of-the-art neural rankers are capable of identifying and avoiding

stereotypical gender biases based on our proposed negative sampling strat-

egy which would result in having a less biased re-ranked list of documents.

We also demonstrate that our proposed approach does not drop the retrieval

effectiveness of the model and can maintain the utility at a comparable level.

4.2.1 Methodology

Let DMqi = [dqi1 , d
qi
2 , ..., d

qi
m] be a list of initial retrieved documents for a query

qi from a collection of documents C by a first-stage retrieval method M.

Also, let us define R as a neural ranking model that accepts qi and its initial

retrieved list of documents DMqi and generates ΨRqi , which is the re-ranked

version of DMqi based on the neural ranker R. Our goal is to train a neural

ranking model R′ through a bias-aware negative sampling strategy in a way
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that the following conditions are met:

1

|Q|
∑
q∈Q

Bias(ΨR
′

q ) <
1

|Q|
∑
q∈Q

Bias(ΨRq ), (4.5)

1

|Q|
∑
q∈Q

Utility(ΨR
′

q ) ' 1

|Q|
∑
q∈Q

Utility(ΨRq ) (4.6)

Where Bias(ΨRq ) is a level of bias of the top-k retrieved list of documents

for query qi by Ranker R, as defined in Rekabsaz and Schedl (2020), and

Utility(ΨRq ) is the retrieval effectiveness of ranker R based on metrics such

as MRR. We are interested in proposing a training strategy for training

R′ based on the same neural architecture used by R, only differing in the

negative sampling strategy such that the retrieval effectiveness of R and

R′ remain comparable while the level of bias in R′ is significantly reduced

compared to R.

The majority of state-of-the-art neural rankers utilize the set of top-k

documents retrieved by a fast and reliable ranker such as BM25 as a weakly-

supervised strategy for negative sampling (Qu et al. (2021); Karpukhin et al.

(2020); Izacard and Grave (2020); Macdonald and Tonellotto (2021); Gao

et al. (2021); Han et al. (2020); Gao and Callan (2021); Pradeep et al. (2021)).

In this thesis, instead of randomly sampling N ≤ m negative samples from

top-k retrieved documents by BM25, we systematically select N negative

samples such that the neural ranker is exposed to stereotypical gender biases
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that need to be avoided when ranking documents. Let β be a non-negative

continuous function that measures the genderedness of any given document.

Implementation of β function can be obtained from Rekabsaz and Schedl

(2020). Given β and N , the retrieved document set DMq is sorted in de-

scending order based on β(di) (di ∈ DMq ) and the top-N documents form a

non-increasing list Sβq such that {∀i ∈ [1, . . . , N ], β(si) ≥ β(si+1)}.

As the documents in Sβq exhibit the highest degree of gender bias com-

pared to the rest of the documents in DMq , we suggest that Sβq can be served

as the negative sample set due to two reasons: (1) Sβq is a subset of DMq , as

such, when using the random negative sampling strategy, Sβq may have been

chosen as the negative sample set; therefore, it is unlikely that the choice

of Sβq as the negative sample set results in decreased retrieval effectiveness;

and (2) Sβq consists of documents with the highest degree of gender bias and

hence, the neural ranker would not only have a chance to learn that these

documents are not relevant but also to learn to avoid biased gender affiliated

content within these documents and hence avoid retrieving gender-biased

documents at retrieval time.

Considering the highest gender-biased documents as the negative sample

set may be a strict requirement and is not desirable as it might cause the neu-

ral ranker forgets the need of learning document relevance and only focuses

on learning to avoid gender-biased documents. In order to avoid interpreting

all gendered-biased documents as irrelevant during the training process, we

relax the negative sampling strategy through a free-parameter λ. According
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to λ, a subset of negative documents is selected from Sβq (NSBiased) and the

rest of the negative document set is randomly selected from the original pool

DMq (NSRnd).

NSBiased = {di ∈ Sβq |i ≤ λ×N}

NSRnd = {Rand(d ∈ DMq )|d 6∈ NSBiased},

such that |NSRnd| + |NSBiased| = N and the final set of negative samples

would be NS = NSRnd ∪NSBiased.

4.2.2 Experimental Setup

4.2.2.1 Datasets

We adopt two different datasets in this section. The first one is the MS

MARCO passage collection dataset that is used for training neural rank-

ing models. The second dataset includes two query sets that are used for

measuring bias.

Document Collection. We adopt the MS MARCO collection consist-

ing of over 8.8M passages and over 500k queries with at least one relevant

document.

Query Sets.We adopt two query sets in our experiments that have been

introduced earlier in section 3.2.2.1. These two query sets that are used

for evaluating gender bias are as follows: (1) The first query set (QS1) con-

sists of 1,765 neutral queries annotated by Amazon Mechanical Turk workers

(Rekabsaz and Schedl (2020)). (2) The second query set (QS2) includes 215
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fairness-sensitive queries that are considered as being on socially problematic

topics (Rekabsaz et al. (2021)).

4.2.2.2 Bias Metrics

We adopt two bias measurement metrics from the literature to calculate the

level of biases within the retrieved list of documents: (1) The first metric

is introduced by Rekabsaz et al. (Rekabsaz and Schedl (2020)) that we ex-

plained in section 3.2.2.2. (2) The Second metric is NFaiRR which calculates

the level of fairness within the retrieved list of documents by calculating each

document’s neutrality score proposed in Rekabsaz et al. (2021). We note that

less ARaB and higher NFaiRR metric values are desirable.

4.2.2.3 Neural Rankers

To train the neural rerankers, we adopted the cross-encoder architecture as

suggested in state-of-the-art ranking literature Nogueira and Cho (2019); Qu

et al. (2021) in which two sequences (Query and candidate document) are

passed to the transformer network and the relevance score is predicted. As

suggested by the Sentence Transformer Library 4, we fine tuned different

pre-trained transformer models, namely, BERT-base-uncased (Devlin et al.

(2018)), DistilRoBERTa-base (Sanh et al. (2019)), ELECTRA-base (Clark

et al. (2020)), BERT-Mini (Turc et al. (2019)), and BERT-Tiny (Turc et al.

(2019)) with a batch size of 16 and number of epochs 1. For every query in

4https://www.sbert.net/
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the MS MARCO training set, we considered 20 negative documents (N=20)

from the top-1000 unjudged documents retrieved by BM25 Nguyen et al.

(2016) and created two sets of training datasets. In one of them, 20 negative

sample documents are selected randomly and in the other one, the negative

documents are selected based on our proposed sampling strategy.

4.2.3 Results and Findings

The objective of our work is to show that a selective negative sampling strat-

egy is able to systematically reduce gender bias while maintaining retrieval

effectiveness. As such, we first investigate how our proposed negative sam-

pling strategy affects retrieval effectiveness. We note statistical significance is

measured based on paired t-test with α=0.05. In Figure 4.8, we demonstrate

the performance of a state-of-the-art BERT-base-uncased neural ranker that

is trained with our proposed negative strategies when changing λ from [0,1]

with 0.2 increments. Basically, when λ = 0 the model is trained with all

randomly negative samples from BM25 retrieved documents (baseline), and

when λ = 1, the N negative samples are the most gendered documents in

DMq . Based on Figure 1, we observe that gradual increase in λ will come at

the cost of retrieval effectiveness. However, the decrease is only statistically

significant when λ > 0.6.

Thus, we find that when up to 60% of negative samples are selected

based on our proposed negative sampling strategy that retrieval effective-

ness remains comparable to the base ranker. Larger values of λ lead to a
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Figure 4.8: Impact of λ on neural ranker performance on MS MARCO Dev
Set. The red points indicate a statistically significant drop in performance.

Table 4.6: Comparison between the performance (MRR@10) of the base
ranker and the ranker trained based on our proposed negative sampling strat-
egy when λ = 0.6 on MS MARCO Dev Set.

Neural Ranker
Training Schema

Change
Original Ours

BERT

(base)
0.3688 0.3583 -2.84%

DistilRoBERTa

(base)
0.3598 0.3475 -3.42%

ELECTRA

(base)
0.3332 0.3351 +0.57%

significant drop in performance. As mentioned earlier, this drop in perfor-

mance is due to the fact that the model would learn the concept of avoiding

gender-biased documents and not the concept of relevance due to the large
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number of gender-biased negative samples. Now that the best value for λ

is determined, we train other neural ranking models with the value of N

equal to 0.6. In Table 4.6, we illustrate the performance of adopting our pro-

posed negative sampling strategy with λ = 0.6 on other pre-trained language

models including ELECTRA and DistilRoBERTa on the MS MARCO dev set

in terms of MRR@10. For these additional pre-trained language models,

similar to BERT, we observe that retrieval effectiveness remains statistically

comparable to the base ranker and no statistically significant changes oc-

cur in terms of performance. Thus we conclude that it is possible to adopt

our proposed bias-aware negative sampling strategy (e.g. at λ = 0.6) and

maintain comparable retrieval effectiveness.

We now further evaluate our proposed negative sampling strategy to see

its impact on reducing gender biases. To this end, using each of the state-of-

the-art rankers, we re-rank the queries in each two query sets (QS1 and QS2)

and report their retrieval effectiveness as well as their level of fairness and

bias (NFaiRR, ARaB) at cut-off 10 in Tables 4.7 and 4.8, respectively. As

shown in Table 4.7, is is demonstrated that our proposed training strategy

does not drop the retrieval effectiveness significantly and utility remains at a

comparable level. In addition, we observe that for both of the query sets the

level of fairness (NFaiRR) increases across the three neural ranking models

and this increase in fairness level is significant ranging from 8.07% to 12.83%.

Furthermore, as shown in Table 4.8, our proposed training strategy is capable

of reducing the level of bias that is measured by TF ARaB and Boolean ARaB
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Table 4.7: Retrieval effectiveness and the level of fairness across three neural
ranking models trained on query sets QS1 and QS2 when λ = 0.6 at cut-off
10.

Query

Set
Neural Ranker

Training

Schema
MRR@10

NFaiRR

Value Improvement

QS1

BERT

(base uncased)

Original 0.3494 0.7764 -

Ours 0.3266 0.8673 11.71%

DistilRoBERTa

(base)

Original 0.3382 0.7805 -

Ours 0.3152 0.8806 12.83%

ELECTRA

(base)

Original 0.3265 0.7808 -

Ours 0.3018 0.8767 12.28%

QS2

BERT

(base uncased)

Original 0.2229 0.8779 -

Ours 0.2265 0.9549 8.77%

DistilRoBERTa

(base)

Original 0.2198 0.8799 -

Ours 0.2135 0.9581 8.89%

ELECTRA

(base)

Original 0.2296 0.8857 -

Ours 0.2081 0.9572 8.07%

metrics across all of the three neural ranking models. In summary, we find

that on both query sets, our proposed negative sampling strategy is able to

maintain retrieval effectiveness while reducing the level of bias and increasing

the level of fairness significantly.

It is important to also compare our work against the most recent neural

ranking model specifically designed to increase fairness, namely AdvBert

(Rekabsaz et al. (2021)). Unlike our proposed work which retains the same

neural architecture of the original ranker and only systematically changes

the negative sampling strategy, AdvBert proposes an adversarial neural
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Table 4.8: The level of TF ARaB and Boolean ARaB across three neural
ranking models trained on query sets QS1 and QS2 when λ = 0.6 at cut-off
10.

Query

Set
Neural Ranker

Training

Schema

ARaB

TF Reduction Boolean Reduction

QS1

BERT

(base uncased)

Original 0.1281 - 0.0956 -

Ours 0.0967 24.51% 0.0864 9.62%

DistilRoBERTa

(base)

Original 0.1178 - 0.0914 -

Ours 0.0856 27.33% 0.0813 11.05%

ELECTRA

(base)

Original 0.1273 - 0.0961 -

Ours 0.0949 25.45% 0.0855 11.03%

QS2

BERT

(base uncased)

Original 0.0275 - 0.0157 -

Ours 0.0250 9.09% 0.0156 0.64%

DistilRoBERTa

(base)

Original 0.0338 - 0.0262 -

Ours 0.0221 34.62% 0.0190 27.48%

ELECTRA

(base)

Original 0.0492 - 0.0353 -

Ours 0.0279 43.29% 0.0254 28.05%

architecture to handle gender biases. The authors of AdvBert have publicly

shared their trained models based on BERT-Tiny and BERT-Mini and only

for QS2.

For the sake of comparison, we compare our work with AdvBert based

on these two shared models and on the QS2 query set in terms of retrieval

effectiveness, the level of fairness, and the level of bias. Based on the results

of the comparison shared in Table 4.9, we can observe that for the models

based on BERT-Tiny neither our model nor AdvBert significantly drops re-

trieval effectiveness. However, the level of fairness (NFaiRR) is notably more

favorable for our proposed approach as it has been increased by 12.25%.
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Table 4.9: Comparing the retrieval effectiveness and the level of fairness
between AdvBert training strategy and our approach at cut-off 10.

Neural Ranker
Training

Schema
MRR@10

NFaiRR

Value Improvement

BERT-Tiny

Original 0.1750 0.8688 -

AdvBert 0.1361 0.9257 6.55%

Ours 0.1497 0.9752 12.25%

BERT-Mini

Original 0.2053 0.8742 -

AdvBert 0.1515 0.9410 7.64%

Ours 0.2000 0.9683 10.76%

Similar Obversvation can be made for BERT-Mini as well. In this case, the

retrieval effectiveness of our proposed approach is substantially higher than

AdvBert and at the same time, the reported level of fairness (NFaiRR) is

also higher. Furthermore, we also compare the level of bias between our pro-

posed approach and AdvBert in Table 4.9. As shown, when considering the

BERT-Tiny model, we can observe that our proposed approach was capable

of reducing the level of TF ARaB and Boolean ARaB more than AdvBert.

However, for the BERT-Mini model, AdvBert has decreased both TF ARaB

and Boolean ARaB more than our proposed approach.

In addition to comparing the level of fairness and bias reduction, we

further compare the level of fairness between our proposed approach and

AdvBert on a per-query basis. To this end, for BERT-Tiny and BERT-Mini

we calculate the level of fairness within the ranked list of documents returned

by our method and AdvBert. Followed by that, we subtract the level of
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Table 4.10: Comparing the level of bias between AdvBert training strategy
and our approach at cut-off 10.

Neural Ranker
Training

Schema

ARaB

TF Reduction Boolean Reduction

BERT-Tiny

Original 0.0356 - 0.0296 -

AdvBert 0.0245 31.18 0.0236 20.27%

Ours 0.0099 72.19% 0.0115 61.15%

BERT-Mini

Original 0.0300 - 0.0251 -

AdvBert 0.0081 73.00% 0.0032 87.26%

Ours 0.0145 51.67% 0.0113 54.98%

fairness of each query and report the results in Figures 4.9 and 4.10, re-

spectively. These two figures illustrate the number of queries that have seen

improvement in their fairness metric (NFaiRR) based on our approach com-

pared to AdvBert as well as the degree fairness has been impacted. Positive

values show improved fairness by our approach compared to AdvBert while

negative values show otherwise. As shown in Figure 4.9, almost 85% of the

queries have seen increased fairness based on our proposed approach on BERT

Tiny. This increased rate is around 69% for BERT Mini as illustrated in Figure

4.10. We contextualize this by mentioning that on both models, the retrieval

effectiveness of our proposed approach is also higher than AdvBert.

Now, let us illustrate the robustness of our proposed approach across all

the neural ranking models by showing the level of their effectiveness and

fairness on QS2 in Figure 4.11. We report results on QS2 (and not QS1

since AdvBert is not available on QS1). As shown, when adopting our
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Figure 4.10: Comparative analysis between AdvBert-Mini and our pro-
posed BERT-Mini based on NFaiRR at cut-off 10 on a per query basis.

proposed approach, the level of fairness increases notably, while retrieval

effectiveness remains at a comparable level to the base ranker. We further

observe that while AdvBert is able to increase fairness (not to the extent

of our proposed approach), it does so at the cost of a notable decrease in

retrieval effectiveness.
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4.3 Summary

In this chapter, we proposed two methodologies for reducing bias in the

ad hoc retrieval method as well as different neural ranking models. We

first proposed a bias-aware pseudo-relevance feedback method that takes into

account the level of bias of each document within the initial retrieved list of

documents returned for the initial query and expands the query based on

a less biased set of documents. Based on our experiments, we empirically

showed that this approach for revising a query resulted in a less biased ranked

list of documents because the query is expanded based on the terms that are

selected from a less biased list of documents.

In addition to the ad hoc retreival method, we proposed a strategy for

reducing biases across different neural-based ranking models. We showed
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that it is possible to adopt a simple yet effective negative sampling strategy

for training neural rankers such that gender biases are reduced while retrieval

effectiveness is maintained. Our proposed approach considers the level of bias

inside each of the documents within the initial retrieved list of documents

and then represents biased documents as negative samples to the neural

ranking model. This way the model learns to avoid biased documents in

the space and re-rank the initial list of documents in a way that biased

documents are ranked lower (higher position). Through our experiments, we

showed that this light-weight strategy is able to show a competitive (or even

better) tradeoff between bias reduction and retrieval effectiveness compared

to adversarial neural rankers that are specifically designed for restraining

gender biases. We also demonstrated that our approach is robust to different

contextual embeddings and on two query sets.
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Chapter 5

Conclusion and Future Work

5.1 Concluding Remarks

In this thesis, we investigated the points of entries through which gender

biases can be transferred into the representational and algorithmic aspects of

information retrieval systems. This topic is important and sensitive because

the existence of gender biases in information retrieval systems such as Google

and Microsoft Bing, which are widely used by many users all around the

world, can have negative impacts on society members. For instance, such

biases can have a potentially harmful impact on the users’ judgments when

exposed to unfair and biased search results and may lead to discrimination

against minority groups. This is concerning especially given the fact that not

only do a large number of search engine users heavily rely on retrieval systems

on a daily basis but also due to the fact that search results often constitute
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a major component of important practical systems such as recommendation

systems, question answering systems, intelligent assistants, to name a few.

Thus, it is important to systematically control the degree of stereotypical

gender biases that are exhibited by such retrieval systems to avoid their

detrimental effects.

In the context of information retrieval systems, there are at least two

points of entry that are potential for the transition of gender biases into the

system, namely, relevance judgement documents that retrieval methods are

trained based on, and the retrieval methods themselves. To this end, we first

investigated the level of bias in each of these components and then proposed

an appropriate methodology for each of them to reduce the level of bias. In

addition, we also showed that reducing bias is not always accompanied by

the cost of reduced utility and it is possible to significantly decrease bias

while maintaining a comparable level of retrieval effectiveness.

In order to quantify the level of bias in the relevance judgment datasets,

we measured the level of different psychological characteristics within the rel-

evance judgment documents associated with male and female related queries.

The expectation is that when the level of different psychological characteris-

tics is calculated among the male and female affiliated documents, we would

like to observe a comparable level of psychological characteristics between

documents that are affiliated with females and those affiliated with males.

However, based on the results of our experiments, we found that gender

biases are prevalent in relevance judgement documents across a range of psy-
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chological processes. While some of the biases are expected as a result of

physiological differences between genders, most gender biases are a result of

the stereotypical perception of gender differences. We submit that regardless

of the source of gender bias, be it stereotypical or physiological, informa-

tion retrieval relevance judgement documents should not show significant

differences across various psychological processes based on the gender of the

submitted query. Unbiased gold standards will ensure that gender biases do

not get translated into representation and algorithmic aspects of retrieval

methods. To this end, we proposed a systematic approach for de-biasing rel-

evanced judgment datasets to avoid transferring biases into neural ranking

models. Our proposed approach created a balanced set of male and female

query-document pairs that when are added to the training set for training

neural ranking models, are capable of reducing the level of biases transferred

to the model. Our approach distinguishes itself from existing state-of-the-

art methods in that (1) it is the first to propose to automatically de-bias

the dataset used to train neural rankers as opposed to existing work that

focuses on developing a fair ranking method and, (2) it not only systemati-

cally reduces gender biases but also maintains comparable levels of retrieval

effectiveness to the state of the art neural rankers. Based on our results, we

demonstrated that unbiased gold standards will ensure that gender biases do

not get translated into the algorithmic aspects of neural ranking models that

are trained and evaluated based on these datasets.

In addition to exploring and mitigating the level of bias in information
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retrieval relevance judement datasets, we investigated gender biases within

the ad hoc retrieval method and the state-of-the-art neural ranking models.

Followed by that, we tried to propose different approaches for significantly

reducing bias in these retrieval methods, while keeping a comparable util-

ity. For this purpose, we reduced bias in the ad hoc retrieval method by

introducing a bias-aware pseudo-relevance feedback strategy that takes into

account the level of bias within the initial retrieved list of documents be-

fore expanding the initial query. Our proposed strategy expands the initial

query with unbiased terms that can help the model to retrieve a less biased

set of documents for the expanded query. Based on our experiments, we

showed that a less biased revised query can maintain utility and at the same

time reduce bias. In addition to term-frequency-based retrieval methods, we

reduced the level of bias in neural ranking models through a bias-aware neg-

ative sampling strategy. In our proposed strategy, instead of selecting the

negative samples for training the neural ranking models randomly, we repre-

sented those documents that are biased as negative samples to the models.

Through our experiments, we showed that our simple yet effective approach is

capable of reducing the bias significantly while showing competitive retrieval

effectiveness.
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5.2 Future Work

As the future works on this thesis, we intend to propose other approaches for

reducing biases in both the relevance judgment datasets and retrieval meth-

ods. For instance, another approach for creating a balanced set of documents

so as to be used as the de-biased version of relevance judgment documents

would be to replace male affiliated terms in the male affiliated documents

with female terms and apply the same strategy for the female affiliated doc-

uments. This way, we would come up with a balanced set of documents, in

which the number of documents that have an inclination towards male and

female gender is equal to each other not only in terms of quantity but also

in terms of the context. For example, if a term such as ”Governor” is repre-

sented as a male profession in a document, by replacing female terms with

male terms we can have the same document that represents this position

as female too. Therefore, we would have a balanced set of documents that

can help neural ranking models not to learn prejudice inclinations towards a

specific gender.

With regard to reducing bias in ad hoc retrieval methods, what can be

done as future research would be parameter tuning in the process of the

bias-aware query expansion method. In our proposed method, we did not

investigate the effect of altering the number of feedback documents or feed-

back terms on the level of bias reduction and utility. Therefore, as future

research, we can study how these parameters can impact both the level of
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bias and the level of retrieval effectiveness.

In addition to the ad hoc retrieval methods, a future study for reducing

bias in neural ranking models would be to propose a systematic approach

that decreases bias through the loss function of these neural networks. One

idea would be to penalize biased negative documents in the loss function of

these neural models. This way the model pushes the documents that are

biased further from the query and as a result will learn not to rank biased

negative documents among the top retrieved list of documents.

In the future, the proposed methods in this thesis for reducing gender

biases in information retrieval systems can also be integrated with social

science studies to see how individuals’ perceptions of gender biases undergo

changes when less biased results are shown to them and how this can impact

their decision-making and judgments.
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